
GP-GPU
General Purpose Programming on the

Graphics Processing Unit



Goals

 Learn modern GPU architectures and its 

advantage and disadvantage as compared 

to modern CPUs

 Learn how to effectively program the 

GPU to accelerate a number of 

computational tasks.



Instructors

 Ruigang Yang, 

◦ CAB G81.1,  044 633 69 88

◦ Email: yangr@inf.ethz.ch (best way to reach me)

◦ Office Hour: 

 Christopher Zach

◦ Office:  CNG G102.2

◦ Email: chzach@info.ethz.ch

◦ Office Hour:

 TAs to be determined

mailto:yangr@inf.ethz.ch
mailto:chzach@info.ethz.ch


A little about me



Course Format

“The lecture will be organized in two parts. The first 

includes lectures on modern GPUs and available 

programming tools. The second includes guests and 

students presentation on various GPGPU applications. 

Students will gain first-hand experiences in GPGPU by 

implementing non-trivial algorithms on GPU.”

• Instructor lectures

• Guest lectures (AMD and NVIDIA confirmed)

• Exam

• Programming assignments

• Final Project 

Link to Course Schedule



Web Resources

 www.cvg.ethz.ch/teaching/2011spring/gpgpu/

◦ Handouts and lecture slides

◦ Assignment and software resources

◦ Note: While we’ll make an effort to post 

announcements on the web, we can’t guarantee it, and 

won’t make any allowances for people who miss 

things in class.

http://www.cvg.ethz.ch/teaching/2011spring/gpgpu/
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Grading 
This is a lab oriented course!

 Exams:  20%

◦ A few quizzes, one mid-term, no final

 Labs: 30%

◦ Demo/knowledge: 25%

◦ Functionality: 40%

◦ Report: 35%

 Project: 50%

◦ Design Document: 25%

◦ Project Presentation: 25%

◦ Demo/Final Report: 50%



Homework Policy

 Due one week from assignment

 Everyone has two Bonus Days

◦ One-day extension, no question asked

 No late homework accepted beyond Bonus 

Days

 No extension on the final project



Today’s Lecture 

 Why GPU

 Parallel Computing Basics
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 A quiet revolution and potential build-up
◦ Calculation: TFLOPS vs. 100 GFLOPS

◦ Memory Bandwidth: ~10x 

◦ GPU in every PC– massive volume and potential impact

Why GPU?

Figure 1.1. Enlarging Performance Gap between GPUs and CPUs.

Multi-core CPU

Many-core GPU

Courtesy: John Owens



Time Magazine Article

http://www.time.com/time/magazine/0,9263,7601110221,00.html


Fermi (2010)
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~1.5TFLOPS (SP)/~800GFLOPS (DP)

230 GB/s DRAM Bandwidth



CUFFT 3.2



CUBLAS Performance



CULA – LAPACK 

for heterogeneous system



CULA Performance



Sparse Matrix Performance



Random Number Generation 

(RNG) Performance



NAG GPU Library



NVIDIA Performance Primitives



OpenVIDIA



More Open Source Projects

 Thrust: a library of parallel algorithms 

with high-level STL-light interface

 OpenCurent: C++ library for solve PDEs 

over regular grids

 200+ projects on Google Code & Source 

Forge



Today’s Lecture 

 Why GPU

 Parallel Computing Basics



Parallel Computing

 Introduction to types of parallelism

 GPU Parallelism: 

Task and data decomposition

 GPU Parallel computing

◦ Software models (SPMD)

◦ Hardware architectures (SIMD)

 Challenges with using parallelism
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What is Parallel Computing

 Simultaneously use multiple compute 
resources to solve a single computational 
problem

 The compute resources can be: 
◦ A single computer with multiple processors

◦ A number of computers connected by a network

◦ A combination of both 

 The computational problem usually can be: 
◦ Broken apart into discrete pieces of work that 

can be solved simultaneously

◦ Solved in less time with multiple compute 
resources than with a single compute resource 
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Why Parallel Computing

 Because serial computing is dead-ended!

◦ Heat Dissipation

 100-1000W/cm^2

 Sun:  7400W/cm^2



CPU

von Neumann Model

 Named after the Hungarian mathematician John von Neumann 

 Use the stored-program concept

◦ The processor executes a stored program that specifies a sequence of 

read & write operations on the memory
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Memory

Arithmetic 

Logic Unit

Control 

Unit



von Neumann Model (Cont’d)

 Instruction vs. data:

◦ Instructions are coded data which tell the 
computer what to do

◦ Data is simply information to be used by the 
program

 Memory vs. CPU:

◦ Memory is used to store both instructions & 
data

◦ A central processing unit (CPU) gets 
instructions and/or data from memory
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Parallel Computer Classification

 Flynn's taxonomy: a widely used classifications

◦ Classify along two independent dimensions:

 Instruction and Data

◦ Each dimension can have two possible states:

 Single or Multiple

S I S D

Single Instruction, 

Single Data

S I M D

Single Instruction, 

Multiple Data

M I S D

Multiple Instruction, 

Single Data

M I M D

Multiple Instruction, 

Multiple Data
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SISD

 Single instruction:

◦ Only one instruction stream is being acted on 
by the CPU during any one clock cycle 

 Single data:

◦ Only one data stream is being used as input 
during any one clock cycle

 A serial (non-parallel) computer 

◦ Deterministic execution

 Examples:

◦ Old PCs
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SIMD

 Single instruction:

◦ All processing units execute the same instruction at any given clock 

cycle 

 Multiple data:

◦ Each processing unit can operate on a different data element
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SIMD (Cont’d)

 A type of parallel computer
◦ Synchronous (lockstep) and deterministic 

execution

◦ Suited for specialized problems: image processing

 Two varieties:
◦ Processor arrays & vector pipelines

 Processor arrays examples:
◦ Connection Machine CM-2, Maspar MP-1, MP-2 

 Vector pipelines examples:
◦ IBM 9000, Cray C90, Fujitsu VP, NEC SX-2, 

Hitachi S820
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MISD

 A single data stream is fed into multiple processing units 

 Each processing unit operates on the data independently via 

independent instruction streams 

42



MISD (Cont’d)

 A type of parallel computer in theory

 Few actual examples have ever existed

◦ One is the experimental Carnegie-Mellon 

C.mmp computer (1971) 

 Some possible usages:

◦ Multiple frequency filters operating on a single 

signal stream

◦ Multiple cryptography algorithms attempting 

to crack a single coded message
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MIMD

 Multiple Instruction:

◦ Every processor may be executing a different instruction stream 

 Multiple Data:

◦ Every processor may be working with a different data stream 
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MIMD (Cont’d) 

 The most common type of parallel 
computer

◦ Most modern computers fall into this category 

 Execution can be synchronous or 
asynchronous, deterministic or non-
deterministic 

 Examples:

◦ Your (newer) Everyday PC 

◦ Most current supercomputers

◦ Networked parallel computer “grids”
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Parallelism on GPU

 Task parallelism – the ability to execute 

different tasks within a problem at the 

same time

 Data parallelism – the ability to execute 

parts of the same task (i.e. different data) 

at the same time
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Parallelism

 As an analogy, think about a farmer who 

hires workers to pick apples from an 

orchard of trees

◦ Worker  hardware 

(processing element)

◦ Trees  tasks 

◦ Apples  data
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Parallelism

 The serial approach would be to have one 

worker pick all of the apples from each tree
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Parallelism – More workers
 Working on the same tree. 

◦ data parallel hardware, and would allow each task to 
be completed quicker
 How many workers should there be per tree?

 What if some trees have few apples, while others have many?

49



Parallelism – More workers
 Each worker pick apples from a different tree

◦ Task parallelism, and although each task takes the 
same time as in the serial version, many are 
accomplished in parallel

◦ What if there are only a few densely populated trees?
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Decomposition

 For non-trivial problems, it helps to have 

more formal concepts for determining 

parallelism

 The concepts of decomposition:

◦ Task decomposition: dividing the algorithm into 

individual tasks (don’t focus on data)

◦ Data decomposition: dividing a data set into 

discrete chunks that can be operated on in 

parallel
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Task Decomposition
 reduces an algorithm to functionally independent parts

 Tasks may have dependencies on other tasks

◦ If the input of task B is dependent on the output of task A, then task 

B is dependent on task A

◦ Tasks that don’t have dependencies (or whose dependencies are 

completed) can be executed at any time to achieve parallelism

◦ Task dependency graphs are used to describe the relationship 

between tasks

A

B

A

C

B

B is dependent on A

A and B are independent 

of each other

C is dependent on A and B
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Task Dependency Graphs
 We can create a simple task dependency graph for 

baking cookies
◦ Any tasks that are not connected via the graph can be 

executed in parallel

Preheat the 

oven

Shop for 

groceries

Combine the 

ingredients

Bake

Eat
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Output Data Decomposition

 For most scientific and engineering 

applications, data is decomposed based on 

the output data

◦ Convolution

◦ Matrix multiplication

 This technique is valid any time the 

algorithm is based on one-to-one or 

many-to-one functions
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Input Data Decomposition

 Input data decomposition is similar, 
except that it makes sense when the 
algorithm is a one-to-many function

◦ A histogram 

◦ A search function 

 For these types of applications, each 
thread creates a “partial count” of the 
output, and synchronization, atomic 
operations, or another task are required 
to compute the final result
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Parallel Computing
 Both hardware and software approaches to parallelism

 Much of the 1990s was spent on getting CPUs to 

automatically take advantage of Instruction Level Parallelism 

(ILP)

◦ Independent multiple instructions are issued and 

executed in parallel

◦ NOT the focus of this course 

 Higher-level parallelism (e.g. threading) cannot be done 

automatically, 

◦ software constructs are required

◦ the programmer must choose a programming model and 

parallel hardware that are suited for the problem
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Parallel Computing

 The choice of how to decompose a 

problem is based solely on the algorithm

 However, when actually implementing a 

parallel algorithm, both hardware and 

software considerations must be taken 

into account
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Parallel Hardware
 Hardware is generally better suited for some types of 

parallelism more than others

 Currently, GPUs are comprised of many independent 
“processors” that have SIMD processing elements
 One task is run at a time on the GPU*

 Loop strip mining (next slide) is used to split a data parallel task 
between independent processors

 Every instruction must be data parallel to take full advantage of the 
GPU’s SIMD hardware
 SIMD hardware is discussed later in the lecture

Hardware type Examples Parallelism

Multi-core superscalar processors Phenom II CPU Task

Vector or SIMD processors SSE units (x86 CPUs) Data

Multi-core SIMD processors Radeon 5870 GPU Data

*if multiple tasks are run concurrently, no inter-communication is possible
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Parallel Software – SPMD

 GPU programs are called kernels, and are 

written using the Single Program Multiple 

Data (SPMD) programming model 

◦ SPMD executes multiple instances of the 

same program independently, where each 

program works on a different portion of the 

data
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Parallel Software – SPMD
Consider the following vector addition example

for( i = 0:3 ) {

C[ i ] = A[ i ] + B[ i ]

}

for( i = 4:7 ) {

C[ i ] = A[ i ] + B[ i ]

}

for( i = 8:11 ) {

C[ i ] = A[ i ] + B[ i ]

}

A

B

C

||

+

A

B

C

||

+

for( i = 0:11 ) {

C[ i ] = A[ i ] + B[ i ]

}

Serial program:

one program completes 

the entire task

SPMD program:

multiple copies of the

same program run on 

different chunks of the 

data

Combining SPMD with loop strip mining
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Loop Strip Mining

 Loop strip mining is a loop-transformation 

technique that partitions the iterations of 

a loop so that multiple iterations can be:

◦ executed at the same time (vector/SIMD 

units), 

◦ split between different processing units (multi-

core CPUs, GPUs), or both. 
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Parallel Software – SPMD

 In the vector addition example, each chunk 
of data could be executed as an independent 
thread

 On modern CPUs, the overhead of creating 
threads is so high that the chunks need to be 
large
◦ In practice, usually a few threads (about as many 

as the number of CPU cores) and each is given a 
large amount of work to do

 For GPU programming, there is low 
overhead for thread creation, so we can 
create one thread per loop iteration
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Parallel Software – SPMD

Single-threaded (CPU)

// there are N elements

for(i = 0; i < N; i++)

C[i] = A[i] + B[i]

Multi-threaded (CPU)

// tid is the thread id

// P is the number of cores

for(i = 0; i < tid*N/P; i++)

C[i] = A[i] + B[i]

Massively Multi-threaded (GPU)

// tid is the thread id

C[tid] = A[tid] + B[tid]

0 1 2 3 4 5 6 7 8 9 1510

0 1 2 3

4 5 6 7

8 9 10 11

12 13 14 15

0

1

2

3

15

= loop iteration

Time

T0

T0

T1

T2

T3

T0

T1

T2

T3

T15
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Parallel Hardware – SIMD

 Each processing element of a Single 
Instruction Multiple Data (SIMD) processor 
executes the same instruction with different 
data at the same time
◦ A single instruction is issued to be executed 

simultaneously on many ALU units 

◦ We say that the number of ALU units is the width
of the SIMD unit

 SIMD processors are efficient for data 
parallel algorithms
◦ They reduce the amount of control flow and 

instruction hardware in favor of ALU hardware

64



Parallel Hardware – SIMD

 A SIMD hardware unit 

Control

PE

Data

(Memory, 

Registers,

Immediates,

Etc.)

Instr

Data

Data

Data

DataPE

PE

PE
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Parallel Hardware – SIMD

 In the vector addition example, a SIMD unit with 
a width of four could execute four iterations of 
the loop at once

 Relating to the apple-picking example, a worker 
picking apples with both hands would be 
analogous to a SIMD unit of width 2

 All current GPUs are based on SIMD hardware
◦ The GPU hardware implicitly maps each SPMD thread 

to a SIMD “core”
 The programmer does not need to consider the SIMD 

hardware for correctness, just for performance

◦ This model of running threads on SIMD hardware is 
referred to as Single Instruction Multiple Threads 
(SIMT)
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Challenges of Parallelization
 On CPUs, hardware-supported atomic operations 

are used to enable concurrency

◦ Atomic operations allow data to be read and written 
without intervention from another thread

 Some GPUs support system-wide atomic 
operations, but with a large performance trade-off

◦ Usually code that requires global synchronization is not 
well suited for GPUs (or should be restructured)

◦ Any problem that is decomposed using input data 
partitioning (i.e., requires results to be combined at the 
end) will likely need to be restructured to execute well 
on a GPU
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Summary

 Choosing appropriate parallel hardware 

and software models is highly dependent 

on the problem we are trying to solve

◦ Problems that fit the output data 

decomposition model are usually mapped 

fairly easily to data-parallel hardware.

 GPU Programming is SPMD
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Things to do this week

 Test your PC

 Download GLEW

 Run glewinfo in bin

 Check glewinfo.txt


