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Abstract
Geometric constraints on feature points has a long-standing history in
3D Computer Vision among experts. In contrast, we aim to study higher-
level primitives other than points – such as lines, planes and ellipsoids –
and create novel geometric constraints that allow us to express interesting
restrictions and solve new 3D Vision problems. Towards this end, we
explore a variety of applications in which we are able to apply geometrical
priors using these primitives and find innovative solutions. Thus, we focus
on three main components:

1. Lines Constraints. We formulate a new research topic – called the
privacy preserving image-based localization problem – and present
the first solution by introducing the notion of 3D Line Clouds. It
will be shown that this new representation hides the content of the
scene and thereby protects user privacy, yet still provides sufficient
geometric constraints to enable robust and accurate 6-DOF camera
pose estimation from feature correspondences.

2. Planes Constraints. We introduce a novel geometric constraint
using planes as a reflective symmetry prior for variational 3D sur-
face reconstruction. Our method leverages symmetry information
directly within a 3D reconstruction procedure in order to complete
or denoise symmetric surface regions which have been partially oc-
cluded or where the input information has low quality. Opposed to
the majority of 3D surface reconstruction methods which fit mini-
mal surfaces in order to fill unobserved surface parts, our method
favors solutions which align with symmetries and adhere to required
smoothness properties at the same time. Similarly to how humans
extrapolate occluded areas and 3D information from just a few view
points, our method can hallucinate entire scene parts in unobserved
areas, fill small holes, or denoise observed surface geometry once a
symmetry has been detected.

vii
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Abstract

3. Ellipsoid and LMI Constraints. We propose a general global
optimization framework for consensus maximization with Linear Ma-
trix Inequality (LMI) constraints. Moreover, we derive several LMI
constraints and demonstrate that a number of central computer vi-
sion problems can be cast into this form. In particular, we develop
a method for the geometric registration of semantically labeled re-
gions. We approximate these semantic regions with ellipsoids, and
leverage their convexity to formulate the correspondence search effec-
tively as a constrained global optimization problem that maximizes
the number of matched regions. To this end, we also show that
ellipsoid-to-ellipsoid assignments can be described as LMI restric-
tion. Our approach is robust to large percentages of outliers and
thus applicable to difficult correspondence search problems.

For all contributions, we present real and synthetic experiments that
validate each method and provide insights into their usefulness w.r.t. the
state-of-the-art.

viii
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Astratto
I vincoli geometrici sui feature points hanno una lunga storia nel 3D Com-
puter Vision tra gli esperti. Proponiamo di studiare primitive di livello
superiore diverse dai points – come lines, planes ed ellipsoids – e di
creare nuovi vincoli geometrici che ci permettono di esprimere restrizioni
interessanti e risolvere nuovi problemi di 3D Vision. A tal fine, esplori-
amo una varietà di applicazioni in cui siamo in grado di applicare priori
geometrici utilizzando queste primitive e di trovare soluzioni innovative.
Pertanto, ci concentriamo su tre componenti principali:

1. Lines Vincoli. Formuliamo un nuovo argomento di ricerca - chiam-
ato the privacy preserving image-based localization problem - e pre-
sentiamo la prima soluzione introducendo la nozione di 3D Line
Clouds. Verrà dimostrato che questa nuova rappresentazione nasconde
il contenuto della scena e quindi protegge la privacy dell’utente, ma
fornisce comunque vincoli geometrici sufficienti per consentire una
stima robusta e precisa camera 6-DOF pose estimation utilizzando
feature correspondences.

2. Planes Vincoli. Introduciamo un nuovo vincolo geometrico usando
i piani come simmetria riflettente prima della variational 3D surface
reconstruction. Il nostro metodo sfrutta le informazioni di simmetria
direttamente all’interno di una procedura di 3D reconstruction per
completare o denoise simmetriche regioni di superficie che sono state
parzialmente occluse o dove le informazioni di input sono di bassa
qualità. A differenza della maggior parte dei metodi di 3D surface
reconstruction che si adattano a superfici minime per riempire parti
di superficie non osservate, il nostro metodo favorisce soluzioni che si
allineano con le simmetrie e aderiscono alle proprietà di levigatezza
richieste allo stesso tempo. Analogamente a come gli umani estrap-
olano le aree occluse e le informazioni 3D da pochi punti di vista, il
nostro metodo può ricreare intere parti della scena in aree non os-
servate, riempire piccoli fori o eliminare la geometria della superficie
osservata una volta che la simmetria è stata rilevata.

ix
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Astratto

3. Ellipsoid e LMI Vincoli. Proponiamo un quadro generale di
ottimizzazione globale per la massimizzazione del consenso con i
vincoli di Linear Matrix Inequality (LMI). Inoltre, deriviamo diversi
vincoli LMI e dimostriamo che un certo numero di problemi centrale
di Computer Vision possono essere espressi in questa forma. In par-
ticolare, sviluppiamo un metodo per la registrazione geometrica di
regioni semanticamente etichettate. Approssimiamo queste regioni
semantiche con ellissoidi e sfruttiamo la loro convessità per formu-
lare efficacemente la ricerca per corrispondenza come un problema di
ottimizzazione globale limitato che massimizza il numero di regioni
abbinate. A questo scopo, mostriamo anche che le assegnazioni da
ellissoide a ellissoide possono essere descritte come restrizione LMI.
Il nostro approccio è robusto per grandi percentuali di outliers e
quindi applicabile a difficili problemi di ricerca per corrispondenza.

Per tutti i contributi, presentiamo esperimenti reali e sintetici che
validano ciascun metodo e forniscono approfondimenti sulla loro utilità
w.r.t. lo state-of-the-art.

x
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Introduction
In this dissertation, we will focus in geometric constraints for 3D Vision
problems that involves higher-level primitives other than feature points –
such as lines, planes and ellipsoids – which can be helpful on tasks like
camera pose estimation on Privacy Preserving scenarios, imposing a Sym-
metry Prior for 3D Surface Reconstruction, and Consensus Maximization
techniques for semantic region registration with little data overlap.

Computer Vision Applications

Images 3D model

 

Semantics Fused labels Inliers (2nd floor) OutliersInliers (1st floor)
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Figure 1: Overview. This thesis has three main components: I. Privacy Preserving Lo-
calization, II. Reflective Symmetry Prior and III. Consensus Maximization; in which novel
geometrical constraints are explored on different primitives: lines, planes and ellipsoids.
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Introduction

Outline. The thesis has the following three main parts, associated with
their respective constraints type used along its chapters:

I. Privacy Preserving Localization (line constraints),
II. Reflective Symmetry Prior (plane constraints),

III. Consensus Maximization (ellipsoid constraints).

A short description of each part is provided next, jointly with the scientific
contributions of each chapter. For a visual overview refer to the Figure 1.

Part I – Privacy Preserving Localization
Advances in augmented reality (AR) and mobile robotics promise to
revolutionize how we see and interact with our physical world in the
future. Today, AR and mixed reality (MR) devices, in both smart phone
or eyeglass form factors, superimpose digital content relating to the world
around us. To accomplish this, MR devices need to know their precise
location in relation to the physical world. This is known as camera
localization (or camera pose estimation) and is a core task in MR, drones,
self-driving cars, and mobile robotics. Because GPS does not function
indoors and is not accurate enough for next generation mixed reality and
autonomous platforms, MR devices must determine their indoors position
using images from device cameras. Camera localization techniques require
access to a 3D digital map of the scene, that is often stored persistently.
Although images are not stored along with these maps, entities with access
to these maps would sometimes be able to infer sensitive information about
the scene. This sensitive information could include knowledge about the
geometry, appearance, and layout of private spaces and knowledge about
objects contained in that space.

As companies and organizations race to build the required “MR Cloud”
infrastructure for these MR systems, the general public has become in-
creasingly concerned with the privacy and security implications of using
MR in sensitive environments such as homes, offices, hospitals, schools,
and industrial spaces or confidential facilities. Yet in view of wider adop-
tion of MR technologies, surprisingly little attention has been given to
the critical nature of the privacy and security implications of MR.

2
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Privacy Preserving Localization

Image-Based Localization
In Chapter 1, we aim to alert the community of the privacy implications of
saving 3D maps of the environment – implications that are more serious
than what is currently assumed. The solution involves geometrically
transforming the 3D points in a way that conceals the scene geometry,
but importantly still allows one to efficiently and accurately compute
camera pose from images.

To this end, new camera pose estimation algorithms that will safeguard
the user’s privacy has been investigated. The key idea is to lifting 3D
points in the map to randomly oriented 3D lines that pass through the
original points. Subsequently the 3D points are discarded. In this new
map representation, referred as 3D line cloud, the scene cannot be dis-
cerned anymore. Remarkably, line clouds still allow the camera location
to be found accurately, because the correspondence between a 2D image
point and a 3D line provides sufficient geometric constraints to enable
robust and accurate camera pose estimation.

This approach allows users to share maps with 3rd party applications
without compromising privacy. The danger of location spoofing with
unauthorized user inadvertently gaining access to sensitive maps would
also be mitigated.
Contributions. As published in [Spe19a]:

- We formulate a new research problem – the privacy preserving
image-based localization problem and presented the first solution
for this problem.

- We introduce a novel 3D map representation (3D line cloud) based
on lifting 3D points to 3D lines, which preserves sufficient geometric
constraints for pose estimation without revealing the 3D geometry
of the mapped scene.

- Additionally, we propose the mapping of existent minimal solvers
for computing the camera pose given correspondences between 2D
points in the image and 3D lines in the map. We study eight variants
when the input is either a single image or multiple images, with and
without the gravity direction knowledge or the scale of the scene.

3
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Introduction

Image Queries for Camera Localization

In Chapter 2, we investigate privacy preserving algorithms for camera
localization services that will run on the cloud. There, the information
extracted from images is uploaded to the cloud service to compute its
position. If the camera on the device accidentally records other people (or
transient objects) in the scene, our method will prevent the cloud from
inferring who or what was observed in the user’s image.

Since augmented /mixed reality and robotic applications are increas-
ingly relying on cloud-based localization services, users are required to
upload full query images in order to perform camera pose estimation on a
server. This raises again significant privacy concerns when consumers use
such services in their homes or in confidential industrial settings. Even
if only image features are uploaded, the privacy concerns remain as the
images can be reconstructed fairly well from feature locations and de-
scriptors. Therefore, we propose methods that conceal the content of the
query images from the server or a man-in-the-middle intruder.

The key insight is to replace the 2D image feature points in the query
image with randomly oriented 2D lines passing through their original 2D
positions. It will be shown that this feature representation hides the image
contents, and thereby protects user privacy, yet still provides sufficient
geometric constraints to enable robust and accurate 6-DOF camera pose
estimation from feature correspondences.

Contributions. As published in [Spe19b], we consider a new variant of
visual localization which is relevant on server-side localization services
and also preserves the privacy of the user’s query images. It involves
transforming 2D feature points to 2D lines in the image, while retaining
sufficient geometric constraints for 6-DOF camera pose estimation. This
transformation prevents inversion of 2D features and thus conceals the
image contents. Moreover, we present a method to conceal both the query
and the map, and study several variants of these problems involving single-
and multi-image queries, with and without known structure in the query,
the knowledge of the vertical direction, or the scale of the scene.

4
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Reflective Symmetry Prior

Part II – Reflective Symmetry Prior
We propose a novel prior for variational 3D reconstruction that favors
symmetric solutions when dealing with noisy or incomplete data.

A Symmetry Prior for Variational 3D Reconstruction
In Chapter 3, we detect symmetries from incomplete data while explicitly
handling unexplored areas to allow for plausible scene completions. The
set of detected symmetries is then enforced on their respective support
domain within a variational reconstruction framework. This formulation
also handles multiple symmetries sharing the same support. The proposed
approach is able to denoise and complete surface geometry and even
hallucinate large scene parts. We demonstrate in several experiments the
benefit of harnessing symmetries when regularizing a surface.
Contributions. As published in [Spe16], we propose the use of symmetry
information as a prior in 3D reconstruction.

- For this purpose, we extend standard symmetry detection algo-
rithms to be able to exploit partially unexplored domains.

- Our framework naturally unifies the applications of symmetry-based
surface denoising, completion and the hallucination of unexplored
surface areas. The method can handles multiple symmetries with a
shared support region, since the proposed algorithm computes an
approximation to a non-trivial projection to equally satisfy a set of
symmetries.

- Finally, our method extends the toolbox of priors for many existing
variational 3D reconstruction methods and we show the symme-
try prior can achieve quality improvements with a moderate run-
time overhead.

5
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Introduction

Part III – Consensus Maximization
Consensus maximization has proven to be a useful tool for robust esti-
mation. While randomized methods like RANSAC [Fis81] are fast, they
do not guarantee global optimality and fail to manage large amounts of
outliers. On the other hand, global methods are commonly slow because
they do not exploit the structure of the problem at hand.

Linear Matrix Inequality Constraints
In Chapter 4, we propose a general global optimization framework for
consensus maximization and show that the solution space can be reduced
by introducing appropriated Linear Matrix Inequality (LMI) Constraints.
This leads to significant speed ups of the optimization time even for
large amounts of outliers, while maintaining global optimality. We study
several cases in which the objective variables have a special structure –
such as rotation, scaled-rotation and essential matrices – that are posed as
LMI constraints. This is very useful in several standard computer vision
problems, for example estimating Similarity Transformations, Absolute
Poses and Relative Poses, for which we obtain compelling results on both
synthetic and real datasets. With up to 90 percent outlier rate, where
RANSAC often fails, our constrained approach is consistently faster than
the non-constrained one - while finding the same global solution.

Contributions. As published in [Spe17], we argue that many computer
vision problems have a special structure that can be leveraged in global
robust estimation methods to make them competitive compared to local
randomized approaches.

- In particular, we propose general LMI constraints which have the
potential to be used in a variety of geometric problems. The de-
rived constraints include: rigid-body, rigid-body + scale, restricted
rotations, and essential matrix.

- These LMI constraints are used within the BnB paradigm to op-
timally solve the consensus maximization problem for: similarity

6

PhD_Thesis_Pablo_SPECIALE_printing_with_tabs_FINAL__with_cutting_marks.pdf   18 1/26/2020   3:19:28 AM



Consensus Maximization

transformation, absolute pose, and relative pose estimation.

- We show that the usage of LMI constraints speeds up the search
process. Further observation (for the absolute pose problem) shows
that the addition of stronger LMI constraints (e.g. cameras must be
within a certain angle) makes the optimization process even faster.

Semantic Region Correspondences
In Chapter 5, we benefit from the previous developed global optimization
framework and extend it to support semantic region assignments. Then,
we approximate semantic regions by ellipsoids, and leverage their convex-
ity to formulate the correspondence search effectively as a constrained
optimization problem that maximizes the number of matched regions,
and which we solve globally optimal in a Branch-and-Bound fashion. Our
approach is robust to large percentages of outliers and thus applicable to
difficult correspondence search problems.

Contributions. As published in [Spe18], we present a method for geo-
metrical registration of semantic labeled regions.

- To account for noise and outliers, we use ellipsoids as an approxima-
tion of the semantic regions and derive suitable LMI constraints that
allow for ellipsoid-to-ellipsoid correspondences within a consensus
maximization framework.

- Due to the global optimization approach, our method allows for
large amount of outliers. In multiple experiments we demonstrate
the flexibility and robustness of our approach on a number of chal-
lenging vision problems.

7
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1 Image-Based Localization

1.1 Overview
In this chapter, we address and answer the following question: how can
we avoid disclosing confidential information about a captured
3D scene, and yet allow reliable camera pose estimation?

Image-based localization is a core component of many augmented /mixed
reality (AR /MR) and autonomous robotic systems. Today, devices like
HoloLens, Magic Leap One, or iRobot Roomba continuously map their
3D environment to operate. This is a process on the background that
users often are not consciously aware of. As robotics and AR /MR be-
come increasingly relevant in consumer and enterprise applications, more
and more 3D maps of our environment will be stored on device or in the
cloud and then shared with other clients.

Current localization systems rely on these persistent storage of the
scene, maps in form of 3D point clouds, to enable camera pose estimation;
although, such data could reveals potentially sensitive scene information.
Even though images are usually not stored along with these maps, there
are two main privacy risks that have to be mitigated:

1. Visual Inspection. A person can easily infer the scene layout and
presence of potentially confidential objects based on a casual visual
inspection of the 3D point cloud; for instance, it can be inferred
from Figure 1.1-(a) that the 3D point cloud belongs to a bedroom.

2. Inversion Attack. Methods that reconstruct images from local fea-
tures, such as [Dos16b,Pit19], make it possible to recover remarkably
accurate images of the scene from point clouds, see Figure 1.1-(b)
for an example.

From a technical standpoint, these privacy risks have been widely ignored
so far. However, these will become increasingly relevant as localization
services are adopted by more users as well as when mapping and lo-
calization capabilities will be more and more integrated with the cloud.
As a consequence, there has recently been a lot of discussion in the
AR /MR community around the privacy implications of this develop-
ment [Vin18,Nie15,Roe17].

14
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1.2 When is privacy important?

Figure 1.1: (a) Traditional image-based localization using 3D point cloud, which reveals
potentially confidential information in the scene. (b) Reconstructed image using projected
sparse 3D points and their SIFT features. (c) Our proposed 3D line cloud protects user pri-
vacy by concealing the scene geometry and preventing inversion attacks, while still enabling
accurate and efficient localization.

1.2 When is privacy important?
We predict three scenarios in which users privacy will be compromised:

1. If the scene itself is confidential (e.g., a worker in a factory or a
person at home), then storing maps with a cloud-based localization
service is inherently risky. Running localization on trusted servers
with maps stored securely could address privacy concerns, but even
then the risk of unauthorized access remains.

2. The scene itself is not confidential but there is a secret object or
information (e.g., a hardware prototype in a workshop or some
private details at home). Yet, we still want to enable persistent
localization in the same environment later on, without the risk of
the secret information leaking via the 3D map of the scene. This is
especially relevant since users are typically not aware that mapping
and localization services often continuously run in the background.

3. The final scenario involves low-latency and off-line applications that
need localization algorithms to run on client devices, which requires
3D maps to be shared among authorized users. Distributing 3D
maps with other users also compromises privacy.

To address these privacy concerns, this chapter introduces a new research
direction: privacy preserving image-based localization; which goal
is to obfuscate the 3D maps while maintaining the ability to perform
robust and accurate camera pose estimation (see Figure 1.1).

15
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1 Image-Based Localization

Figure 1.2: 3D Line Cloud. The main idea of the proposed 3D line cloud representation
that hides the geometry of the map.

1.3 Key Idea
The key idea of our solution is to obfuscate the geometry of the scene
in a novel map representation, where every 3D point is lifted to a 3D
line with a random direction but passing through the original 3D point.
Only the 3D lines and the associated feature descriptors of the 3D points
are stored, whereas the original 3D point locations are discarded. We
refer to such maps as 3D line clouds (see Figure 1.2). The 3D line cloud
representation hides the underlying scene geometry and prevents the
extraction of sensitive information (see Figure 1.3).

To localize an image within a 3D line clouds, we leverage the traditional
approach of feature matching [Irs09, Sat17a] to obtain correspondences
between local 2D image features and 3D features in the map. Each
correspondence provides the geometric constraint that the 2D image ob-
servation must lie on the image projection of its corresponding 3D line.
Based on this constraint, the problem of absolute camera pose estimation
from 3D line clouds entails the intersection of a set of camera rays and
their corresponding 3D lines in the map.

An important insight we present in this chapter is that privacy pre-
serving camera pose estimation from 3D line clouds has a close relation
to generalized cameras [Gro01]. Generalized cameras are mostly used to
model rigid multi-camera rigs or for dealing with multiple groups of cali-
brated cameras with known extrinsics [Swe14,Swe15a,Swe15b]. In those

16
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1.4 Related Work
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Figure 1.3: Obfuscation. Original 3D point cloud with the corresponding 3D line cloud.

settings, generalized cameras typically have a small number of pinhole
cameras with several observations per image. In contrast, our 3D line
cloud can be viewed as a generalized camera with one pinhole
camera per 3D line; i.e., one camera per observation (remember each
3D lines is randomly generated from a 3D point observation).

Therefore, absolute camera pose estimation from 3D line clouds boils
down to solving a generalized relative or absolute pose problem, which
means we can repurpose existing algorithms [Ste05,Kne13,Li08,Swe15b,
Swe15a,Lee16] to solve our task.

1.4 Related Work
This section reviews recent work on image-based localization and then
discusses broadly related works on privacy.
Image-Based Localization. Localizing a device within a scene by com-
puting the camera pose from an image is a fundamental problem in com-
puter vision, with high relevance in applications such as robotics [Dub17,
Cum08,Sch13], augmented /mixed reality (AR /MR) [Kle09,Lyn15], and
structure from motion (SfM) [Fra10,Sch15,Sch16a]. Arguably, the most
common approach to image-based localization is structure-based [Irs09,
Lyn15,Dub17,Sat17a] and tackles the problem by first matching the local
2D features of an image to the 3D point cloud model of the scene. Geomet-
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1 Image-Based Localization

ric constraints derived from the matched 2D–3D point correspondences
are then used to estimate the camera pose. Inherently, the traditional
approach to image-based localization thus requires the persistent storage
of 3D point clouds.

The popularity of AR platforms such as ARCore [ARC18] and ARKit
[ARK18], wearable AR devices such as Microsoft HoloLens [Hol16], and
announcements of Microsoft’s Azure Spatial Anchors (ASA) [ASA19],
Google’s Visual Positioning System (VPS) [VPS18] as well as 6D.AI’s
mapping platform [Six18] indicate rising demand for image-based local-
ization services that enable spatial persistence in AR /MR and robotics.

Recent progress in image-based localization has led to methods that are
now quite robust to changes in scene appearance and illumination [Ara16,
Sch18], scale to large scenes [Li12,Zei15,Sat15,Sat17a], and are suitable
for real-time computation and mobile devices [Art09, Irs09, Sat11, Li10,
Li12,Ven14a,Lim15,Ken15] with compressed map representations [Cao14,
Dym15]. Traditional localization methods based on image retrieval [Siv03,
Jeg12] and based on learning [Ken15,Wey16,Bra17,Wal17] have the ad-
vantage of not requiring the explicit storage of 3D maps. However, model
inversion techniques [Mah15] pose privacy risks even for these methods.
Besides, they are generally not accurate enough [Sat17b,Wal17] to enable
persistent AR and robotics applications.

Privacy-Aware Recognition. Privacy-aware object recognition and
biometrics have been studied in vision since Avidan and Butman [Avi06,
Avi07], who devised a secure face detection system. Other applications
include image retrieval [Sha08], face recognition [Erk09], video surveil-
lance [Upm09], biometric verification [Upm10], activity recognition in
videos to anonymize faces [Ryo17,Ren18], and detecting computer screens
in first-person video [Kor16]. A recent line of work explores learning data-
driven models from private or encrypted datasets [Gil16,Yon17,Aba16].
All related works on privacy in computer vision focus on recognition
problems, whereas ours is the first to focus on geometric vision. While
our work aims at keeping the scene geometry confidential, it is worth
exploring confidential features as well. However, this is beyond the scope
of this chapter.

18
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Privacy Preserving Databases. Privacy preserving techniques have
been studied for querying data without leaking side information [Din03].
Differential privacy [Dwo08] and k-anonymity [Sam01] have been applied
to the problem of location privacy [Swe02,And13,Ard07,Ged08]. Learn-
ing data-driven models from private datasets has also received atten-
tion [Gil16,Yon17,Aba16]. However, existing techniques are inapplicable
for geometric vision problems such as image-based localization.
Generalized Camera Pose Estimation. After Grossberg and Na-
yar [Gro01] formulated the theory of generalized cameras, Pless [Ple03]
derived generalized epipolar constraints from the the Plücker represen-
tation of 3D lines. Stewenius et al. [Ste05] proposed the first mini-
mal solver for the generalized relative pose problem, whereas numer-
ous other solvers have been proposed for various generalized pose prob-
lems [Nis07, Ess07, Li08, Kne14a, Kne14b, Thi12, Lee14, Swe14, Swe15a,
Swe15b,Cam16,Cam18,Ven14b].
Image reconstruction by feature inversion. Sparse 3D point clouds
and descriptors can be inverted to synthesize detailed and recognizable
images of the scene [Pit19]. This work emphasizes the inherent privacy
risks associated with the persistent storage and sharing of 3D point clouds
models. The work of this chapter, presented on [Spe19a], proposed the
first solution to address this problem.

1.5 Method
In this section, we describe our proposed solution to privacy preserving
image-based localization. To give context, we first introduce the tradi-
tional approach to this problem for a single camera and then present the
key concepts behind our privacy preserving method. We then describe
the extension of these concepts for jointly localizing multiple cameras.
Finally, we discuss practical solutions for several special cases, where the
gravity direction is known or where we can obtain a local reconstruction
of the scene with known or unknown scale. In our description, we focus
on the high level intuitions behind our approach and refer the reader to
related literature for details on the underlying algorithms needed to solve

19
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1 Image-Based Localization
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Figure 1.4: Camera Pose Estimation. Left: using traditional 3D point cloud. Right:
using our privacy preserving 3D line cloud.

the various cases.

1.5.1 Traditional Camera Pose Estimation
We follow the traditional approach of structure-based visual localization
[Irs09,Sat17a], where the map of a scene is represented by a 3D point cloud,
which is typically reconstructed from images using SfM [Sch16a]. To
localize a pinhole camera with known intrinsics in the reconstructed scene,
one estimates its absolute pose P =

[
R T

]
with R ∈ SO(3) and T ∈ R3

from correspondences between normalized 2D observations x ∈ R2 in
the image and 3D points X ∈ R3 in the map. To establish 2D–3D
correspondences, the classical approach is to either use direct or indirect
matching from 2D image features to 3D point features [Irs09, Sat17a].
Each 2D–3D point correspondence provides two geometric constraints for
absolute camera pose estimation in the form of

0 = x̄− PX̄ = λ

[
x
1

]
− PX̄ , (1.1)

where λ is the depth of the image observation x while x̄ ∈ P2 and X̄ ∈ P3

are the lifted representations of x and X in projective space, respectively.
Naturally, we need a minimum of three 2D–3D correspondences to esti-
mate the six unknowns in P . In the general case, this problem is typically
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1.5 Method

referred to as the pnP problem and in the minimal case as the p3P prob-
lem1. Since the matching process is imperfect and leads to outliers in
the set of 2D–3D correspondences, the standard procedure is to use ro-
bust algorithms such as RANSAC [Fis81, Rag13] in combination with
efficient minimal solvers to optimize Eq. (1.1) for computing an initial
pose estimate. Subsequently, that estimate is then refined by solving the
non-linear least-squares problem

P ∗ = argmin
P

‖x̄− PX̄‖2 , (1.2)

which gives the maximum likelihood estimate based on a Gaussian error
model x ∼ N (0,σx) for the image observations. This approach has been
widely used [Irs09,Zei15,Lim15,Lyn15,Sat17a] and enables efficient and
accurate image-based localization in large scenes. However, it requires
knowledge about the scene geometry in the form of the 3D point cloud X
and thereby this approach inherently reveals the geometry of the scene.
In the next sections, we present our novel localization approach that
overcomes this privacy limitation.

1.5.2 Privacy Preserving Camera Pose Estimation
The core idea behind our approach to enable privacy preserving local-
ization is to obfuscate the geometry of the map in a way that conceals
information about the underlying scene without losing the ability to lo-
calize the camera within the scene. In order to obfuscate the 3D point
cloud geometry, we lift each 3D point X in the map to a 3D line L with
a random direction v ∈ R3 passing through X. The lifted 3D line L in
Plücker coordinates [Ple03] is defined as

L =
[
v
w

]
∈ P5 with w = X × v . (1.3)

Importantly, since direction v is chosen at random and due to the cross
product being a rank-deficient operation, the original 3D point location
1Notation: italic lowercase refers to 2D, and UPPERCASE to 3D. Then, p3P means
three 2D point to 3D point correspondences is required as minimal case.

21
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1 Image-Based Localization

X cannot be recovered from its lifted 3D line L. We only know that L
passes through X somewhere and that this also holds for their respective
2D projections l and x in the image. Formally, a 2D image observation
x passes through the projected 2D line l, if it satisfies the geometric
constraint

0 = lT x̄ with [l]× =
[

0 −l3 l2
l3 0 −l1
−l2 l1 0

]
= P [L]×P T , (1.4)

where [L]× is the Plücker matrix defined as

[L]× =
[
−[w]× −v
vT 0

]
. (1.5)

Using this constraint for absolute camera pose estimation requires a min-
imum of six 2D point to 3D line correspondences to solve for the six
unknowns in P . This is in contrast to the traditional approach, where
each correspondence provides two constraints and thus only three corre-
spondences are needed. Similar to the traditional pnP and p3P problems,
we denote the general problem as pnL and the minimal problem as p6L.
Geometrically, solving the pnL problem is equivalent to rotating and
translating the bundle of rays defined by x and passing through the pin-
hole of the camera, such that the bundle of camera rays intersect with
their corresponding 3D lines in the map (see Figure 1.4). Note, this is
a specialization of the generalized relative pose problem [Ste05], where
the rays in the first generalized camera represent the known 3D lines of
the map, and the rays of the second generalized camera represent the 2D
image observations of the pinhole camera that we want to localize.

We embed this concept into the traditional localization pipeline by
robustly estimating an initial pose estimate using RANSAC with the
minimal solver by Stewenius et al. [Ste05] to solve Eq. (1.4). We then
non-linearly refine the initial pose by minimizing the geometric distance
between the observed 2D point and the projected 3D line as

P ∗ = argmin
P

lT x̄√
l21 + l22

. (1.6)

22
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Constraints Query Type Po i nt t o Po i nt Po i nt t o L i n e
(Traditional) (Privacy Preserving)

2D – 3D
Single-Image p3P p2P+u p6L p4L+u

[Har94] [Swe15a] [Ste05] [Swe15b]

Multi-Image m-p3P m-p2P+u m-p6L m-p4L+u
[Lee16] [Hor87] [Ste05] [Swe15b]

3D – 3D Multi-Image

m-P3P+λ m-P2P+λ+u m-P4L+λ m-P3L+λ+u
[Ume91] [Ume91] [Swe14] [Cam18]

m-P3P+λ+s m-P2P+λ+u+s m-P3L+λ+s m-P2L+λ+u+s
[Hor87] [Hor87] [Lee16] [Swe15a]

Table 1.1: Camera Pose Problems. Traditional methods are p*P (2D point to 3D point)
and P*P (3D point to 3D point), whereas privacy preserving methods are p*L (2D point to
3D line) and P*L (3D point to 3D line). The methods in the first row localize single images,
whereas the rest jointly localizes multiple images (prefix m). We have general solvers as
well specialized ones for known vertical direction (suffix +u). The bottom two rows exploit
known 3D structure (suffix +λ and suffix +s for known scale) local to the camera to be
localized.

After deriving the theory for a single camera in this section, we next
generalize our approach to the joint localization of multiple images and
the special case with known vertical.

Generalization to Multiple Cameras

While existing localization approaches typically only consider a single
image [Irs09,Zei15,Lyn15,Sat17a], many devices such as head mounted
displays, robots, or vehicles are equipped with multiple rigidly mounted
cameras, that have been calibrated a priori. Jointly localizing multiple
cameras together brings great benefits for localization by leveraging the
combined field of view to retrieve more 2D–3D correspondences and by
reducing the number of unknown pose parameters for an increased re-
dundancy in the estimation problem. In addition, many mobile devices
nowadays have built-in SLAM capabilities (e.g., ARKit, ARCore), which
can be leveraged to take advantage of the same simplifications as with
multi-camera systems by treating a local camera trajectory as an extrinsic
calibration of multiple images.

The joint localization of multiple cameras differs from the case of a
single camera primarily in how the problem is parameterized. Instead of
determining a separate pose P for each camera, we reparameterize the

23
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Figure 1.5: Camera Pose Estimation with Known Structure. Left: traditional setup
with 3D point cloud maps. Right: our proposed approach using 3D line cloud maps.

pose as

P = P cPm with Pm = sm

[
Rm Tm
0 s−1

m

]
. (1.7)

We now estimate only a single 3D similarity transformation Pm ∈ Sim(3),
while the known relative extrinsic calibrations P c of the individual cam-
eras stay fixed. Note that if we know the relative scale of P c with respect
to the 3D points X in the map, we can eliminate the scale factor sm ∈ R+

and reduce Pm to a 3D rigid transformation.
In the literature, this problem is referred as the generalized absolute

pose problem [Nis07,Lee16], which is analogous to the traditional problem
and does not conceal the 3D point cloud. In most practical applications,
we can assume that the scale sm = 1, because multi-camera setups are
typically calibrated to metric scale, and due to the fact that most SLAM
systems recover scale from integrated inertial measurements. In the fol-
lowing, we therefore initially restrict our work to the scenario where
Pm ∈ SE(3). We refer to the solution of this problem as m-pnP in the
general case and m-p3P in the minimal case. However, efficient solutions
also exist for the general case Pm ∈ Sim(3) [Ven14b,Swe14].

In the privacy preserving setting, the generalization to multiple images
again boils down to solving a generalized relative pose problem [Ste05].

24
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However, the rays of the second generalized camera arise from 2D image
observations of multiple instead of a single pinhole camera. We refer to
the generalized solutions in the privacy preserving setting as m-pnL in
the general and m-p6L in the minimal case.

Pose Estimation with Known Structure

So far, we have discussed a way to estimate the camera pose from the
rays of 2D image observations directly. In many situations though, it is
possible to obtain the depth λ of an image observation x, after which,
its 3D location relative to the camera is computed as X̃ = λx̄. Such
3D data can be extracted through an active depth camera that yields
RGB-D images or through multi-view triangulation. In the traditional
localization problem, we can therefore directly estimate the camera pose
as the transformation that best aligns the two corresponding 3D point
sets using the constraint

0 = X̃ − PX̄ . (1.8)

To solve this equation in the minimal case, we need only three correspon-
dences for the 6-DOF of the 3D rigid transformation P . Eq. (1.8) is
typically solved in a least-squares fashion, and in this form has a direct
and computationally efficient solution [Hor87,Ume91]; we refer to this as
m-PnP+λ and m-P3P+λ in the general and minimal cases, respectively.

Similarly, we can also take advantage of the local 3D points X̃ in our
privacy preserving approach. Instead of solving a generalized relative
pose problem to find the intersection between the 3D lines of the map
and the camera rays, we now try to find a pose such that the 3D lines L
of the map pass through the 3D points X̃. We can formalize this in the
following geometric constraint

0 = X̃ − P
[
v ×w + αv

1

]
, (1.9)

where α is the unknown distance from the random origin v ×w of the
3D line L to the secret 3D point X. By inverting the role of the camera
and the map, this problem is geometrically equivalent to the generalized
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absolute pose problem, i.e., we can repurpose m-pnP to solve for the
unknown pose P . As such, we now only need a minimum of three 3D
point to 3D line correspondences compared to the six correspondences
needed to solve m-p6L (see Figure 1.5). Note that requiring fewer points
to solve the minimal problem is advantageous in RANSAC, which has an
exponential runtime complexity in the number of sampled points. The
solution to Eq. (1.9) is also more efficient to compute [Lee16] as compared
to m-p6L. We refer to this problem as m-pnL+λ in the general and m-
P3L+λ in the minimal case.

Extension to Unknown Scale

The approach described in the previous section can be sensitive to inaccu-
rate 3D point locations X and X̃. This is problematic, even if the two 3D
point clouds have only slightly different scale, e.g., due to drift in SLAM
or slight miscalibrations of the multi-camera system. In comparison, the
constraints used by pnP and pnL are less susceptible to this issue. This
is because the viewpoints used to triangulate X and X̃ are inherently
similar in image-based localization and the uncertainties σλ in the depths
λ are usually larger than the uncertainties σx in image space.

To overcome this issue, it is typically better to estimate a 3D similarity
transformation sP with s ∈ R+ instead of a 3D rigid transformation,
when performing structure-based alignment. The constraint in Eq. (1.8)
then becomes

0 = X̃ − sPX̄ , (1.10)

while the privacy preserving constraint in Eq. (1.9) becomes

0 = X̃ − sP
[
v ×w + αv

1

]
. (1.11)

Now we need at least four correspondences to estimate the 7-DOF 3D
similarity. Note that Eq. (1.10) has a comparatively simple and efficient
solution [Ume91] that we refer to as m-PnP+λ+s. In the privacy pre-
serving setting, the problem of computing a 3D rigid transformation is
exactly minimal, i.e., we now need a fourth correspondence to estimate
the additional scale parameter using the constraints in Eq. (1.11). This
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is equivalent to the generalized absolute pose and scale problem [Swe14],
where the role of cameras and map is again reversed. We refer to the
reversed problem as m-PnL+λ+s in the general and as m-P4L+λ+s in
the minimal case.

Specialization with Known Vertical

Oftentimes, an estimate of the gravity direction in both the reference
frame of the camera and the 3D map may be available, e.g., from inertial
measurements or vanishing point detection. By pre-aligning the two
reference frames to the vertical direction, we can reduce the number of
rotational pose parameters from three to one such that R ∈ SO(2). This
parameterization of the rotation simplifies the geometric constraints, and
leads to more efficient and numerically stable solutions for these problems.
In addition, the minimal cases require fewer points, leading to a better
runtime of RANSAC. We implement the known gravity setting for all
described problems and indicate this with the suffix +u. An overview of
all the problems is given in Table 1.1.

1.6 Experimental Evaluation
To demonstrate the high practical relevance of our approach, we conduct
an extensive list of experiments on real-world data with ground-truth. We
evaluate the pose estimation performance in terms of accuracy/recall and
robustness to the input by comparing our privacy preserving approach
using 3D line clouds to the traditional approach of using 3D point clouds.
In the following, we first describe the experimental setup before presenting
the results.

1.6.1 Setup

Datasets. We collect 15 real-world datasets of complex indoor and
outdoor scenes (see Figure 1.6) using a mix of mobile phones and the
research mode of the Microsoft HoloLens [Hol16]. To realistically simulate
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1 Image-Based Localization

an image-based localization scenario, we captured map images used to
reconstruct a 3D point cloud of the scene and query images from signif-
icantly different viewpoints used for evaluating localization. For sparse
scene reconstruction and camera calibration, we feed all the recorded
(map and query) images into the COLMAP SfM pipeline [Sch16a,Sch16b]
to obtain high-quality camera calibrations. The obtained camera poses of
the query images serve as ground-truth R̂ and T̂ for our evaluations. All
query images alongside their corresponding 3D points are then carefully
removed from the obtained reconstructions to prepare the 3D map for
localization. Afterwards, we perform another bundle adjustment with
fixed camera poses to optimize the remaining 3D points given only the
map images. These steps are to reconstruct accurate ground-truth poses
for the query images, and to also ensure a realistic 3D map for localiza-
tion, in which we are only given the map images. Across the datasets, we
captured 375 single-image and 402 multi-image queries.

Protocol. To establish 2D–3D correspondences, we use indirect match-
ing of SIFT features at the default settings of the SfM pipeline [Sch16a,
Sch16b]. In the single-image scenario, we treat each query image sepa-
rately, while for the multi-image scenario, we group several consecutive
images in the camera stream as one generalized camera. When evaluating
the multi-image case and pose estimation with known structure, we recon-
struct the 3D points X̃ and camera poses P c using SfM [Sch16a,Sch16b]
from only the query images. For a fair comparison, all methods use
exactly the same 2D–3D correspondences, thresholds, and RANSAC im-
plementation [Fis81].

Metrics. In our evaluation, we compute the rotational error as ∆R =
arccos Tr(RT R̂)−1

2 and the translational error as ∆T = ‖RTT − R̂
T
T̂ ‖2.

We also report the average point-to-point and point-to-line (c.f. Eq. (1.2)
and Eq. (1.6)) reprojection errors w.r.t. to the obtained pose estimate.

Methods. We compare the results of our proposed 8 privacy preserving
to the corresponding 8 variants of traditional pose estimators, see Ta-
ble 1.1. The initial pose estimates of all methods are computed using stan-
dard RANSAC and a minimal solver for the geometric constraints. We
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Figure 1.6: Datasets. Point cloud reconstructions of the 15 scenes used in our evaluations.

also compare the results of a non-linear refinement (suffix +ref ) of the ini-
tial pose using a Levenberg-Marquardt optimization of Eqs. (1.2) and (1.6)
based on the inliers from RANSAC.

Parameters. For 3D reconstruction of our evaluation datasets, we use
the default parameters of the SfM pipeline COLMAP. In our localization
experiments, we use a residual threshold in RANSAC of 4 pixels in the
image to decide whether a 2D–3D correspondence is an inlier. Note that
in the traditional scenario, the residual is computed as the standard repro-
jection error, see Eq. (1.1); whereas in our proposed privacy preserving
scenario, the residual is computed as the geometric distance between the
observed 2D point and the projected 3D line, see Eq. (1.4). Following stan-
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1 Image-Based Localization

Table 1.2: Quantitative Results. RANSAC statistics (top) and reprojection errors in
pixels (bottom) for initial / refined results in traditional (Point to Point, Eq. (1.2)) and
privacy preserving setting (Point to Line, Eq. (1.6); in brackets also Point to Point, if we
had the secret points).

dard procedure, we terminate RANSAC if we sampled at least one outlier
free minimal set of 2D–3D correspondences with a confidence of 99%.

1.6.2 Results

Accuracy and Recall. The accuracy/recall curves are presented in Fig-
ure 1.7, and reprojection errors in Table 1.2. As expected, the traditional
approaches achieve better accuracy/recall, because their solutions lever-
age two constraints for pose estimation. Surprisingly, even though ours
uses only a single geometric constraint, it comes very close to the results
achieved by the traditional approach. Moreover, incorporating known
information about structure, gravity, and scale leads to an additional
improvement of the results for all methods.
Runtime. Table 1.2 reports the mean number of required RANSAC it-
erations, inlier ratio, generated solutions in the minimal solver, and time
required to estimate a single minimal solution. The results show that,
while our method is slower than the conventional approach, it provides
runtimes that are suitable for practical real-time applications. Especially,
the specialized solvers with known structure and gravity achieve compet-
itive runtime. We used the same RANSAC threshold for all the methods,
but in practice this threshold could be chosen smaller for the privacy
preserving methods, since the point-to-line is always smaller than point-
to-point reprojection errors. This, together with the possibility to more

30

PhD_Thesis_Pablo_SPECIALE_printing_with_tabs_FINAL__with_cutting_marks.pdf   42 1/26/2020   3:19:29 AM



C
h

a
pt

er
1

1.7 Discussion

(a) Rotation Error [deg] (b) Translation Error [cm]

S
in

gl
e-

Im
ag

e
(2

D
 -

 3
D

)
M

ul
ti

-I
m

ag
e

(2
D

 -
 3

D
)

M
ul

ti
-I

m
ag

e
(3

D
 -

 3
D

)
M

ul
ti

-I
m

ag
e

(3
D

 -
 3

D
)

Figure 1.7: Camera Pose Estimation Errors Plots. Cumulative rotation and transla-
tion error histograms for all 16 evaluated methods.

easily include some additional outliers along the line due to mistakes in
feature matching, leads to slightly higher inlier ratios for our method, see
Table 1.2.
Robustness. We study robustness with respect to point cloud density
and image noise. In Figure 1.8, we demonstrate reliable pose estimation
even when only retaining every 20th point of an already sparse SfM point
cloud. Figure 1.9 shows similar behavior for ours and the conventional
approach under varying noise σx on the image observations.

1.7 Discussion
Let us now discuss to what extent the privacy risks have been addressed.
What is revealed during localization? When images are successfully
localized within a scene, the inliers of the pose estimate reveal the secret
3D points through intersection of the camera rays with the corresponding
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Figure 1.8: Point Cloud Density. Rotation and translation error with varying point
cloud density by uniformly dropping a percentage of points/lines at random from the map.

3D lines. On first sight, this might seem like a privacy issue, but in
practice only objects visible in the image are revealed, while the rest of
the map or any confidential objects remain secret.
Permanent Line Cloud Transformation. The lifting transformation
must be performed only once and becomes permanent for a scene; other-
wise, an adversary that retains multiple copies of line clouds generated by
different lifting transformations can easily recover the secret 3D points
by intersecting corresponding 3D lines.
Compactness of Representation. A more compact representation
than Plücker lines in Eq. (1.3) would be to chose a finite set of line
directions; e.g., 256 to fit within a byte, and encode the position of the
line as the intersection with the plane through the origin and orthogonal
to the direction, this reduces memory usage to 2 floats and 1 byte, i.e.,
even less than the 3 floats to encode a 3D point.
Privacy Attack on Line Clouds. Recovering the location of a single
3D point from its lifted 3D line representation is an ill-posed inversion
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Figure 1.9: Measurement Noise Sensitivity. Rotation and translation errors for vary-
ing Gaussian noise level on the measurements.

problem, see Eq. (1.3). However, by analyzing the density of the 3D line
cloud, one could potentially recover information about the scene structure.
While 3D line clouds appear effective at making the underlying scene
geometry incomprehensible, it really depends on the sampling density of
the 3D points in the scene (see suppl. material). In practice, we believe
that our method is generally quite robust to such attacks, since image-
based localization typically uses sparse SfM point clouds. Besides, a
sparsification in Figure 1.8 of the 3D line cloud is an effective defense
mechanism. Nevertheless, a more thorough theoretical analysis is an
interesting avenue of future research.
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2 Image Queries for Camera Localization

2.1 Overview

In this chapter, we investigate privacy preserving algorithms for camera
localization services that will run on the cloud; i.e. server-side localization.
This is basically an opposite problem addressed in the previous chapter,
which preserves privacy of map data for client-side localization where the
map data needs to be downloaded by the clients.

Recently, there has been much commercial interest in cloud-based lo-
calization services, with several companies launching their cloud-based
localization services such as Microsoft Azure Spatial Anchors [ASA19],
Google Visual Positioning System [VPS18], Google Maps AR navigation
feature [ARN19], 6D.AI [Six18], and Scape Technologies [Sca19].

Protecting the privacy of the map is less critical for such services as the
map data remains on the server. However, these services require mobile
devices to upload images or features to a server, and this poses serious
privacy risks to the user, because the images could reveal confidential
information in the scene to an adversary on the server or a man-in-the-
middle attacker.

As localization might be running in the background without users being
consciously aware, the privacy implications are relevant for all kinds of
users, ranging from enterprise users keen to avoid confidential corporate
information from accidentally leaking to third parties to home users who
want images from their home to remain private. These privacy risks are
present even when sending only local image features instead of the full
image, as the adversary can easily reconstruct the original image using
feature inversion methods [Dos16a, Dos16b]. Notice that the client-side
localization in chapter 1, presented on [Spe19a], cannot protect the user’s
privacy as it is unable to conceal the uploaded images or features on the
server side.

Furthermore, we consider the case where both the query and the map
are confidential. As such, we enable localization to be performed by
a third party without allowing it to gain confidential information from
either the query image or the pre-computed 3D point cloud of the scene.

36
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2.2 Key Idea

Query Image 2D Feature Points 2D Feature Lines

Figure 2.1: Key Idea: replace each 2D feature point in the query image with a randomly
oriented 2D feature line passing through it.

2.2 Key Idea
The solution is inspired by the transformation proposed in the previous
chapter. While before we transformed 3D points in the map to 3D lines,
the key idea here is to replace 2D points in the query image with 2D lines.
Specifically, each randomly oriented 2D line passes through the original
2D point which is subsequently discarded (see Figure 2.1).

It will be shown that this feature representation hides the image con-
tents, and thereby protects user privacy, yet still provides sufficient ge-
ometric constraints to enable robust and accurate 6-DOF camera pose
estimation from feature correspondences.

The information extracted from images is uploaded to the cloud service
to compute its position; however, only the 2D lines and associated feature
descriptors are shared. Since 2D feature locations are unavailable on the
server, this makes the feature inversion attacks infeasible [Dos16a,Dos16b].
Therefore, if the camera on the device accidentally records other people
(or transient objects) in the scene, our method will prevent the cloud from
inferring who or what was observed in the user’s image.

It is important to notice that, since the server would know the query
pose after localization, it could easily generate the image back from the
descriptors feature inversion; although, this will only allow to rediscover
what is already known, as the descriptors that may reveal privacy concern-
ing information would not have a counterpart in the map point clouds.

Our method can handle single- and multi-image queries as well as
exploit additional information about known structure, gravity, and scale.

37
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2 Image Queries for Camera Localization

2.3 Feature Inversion attack
Figure 2.2 shows several examples of query images from the Dubrovnik6K
dataset. In each case, the results of running inversion attacks using
a trained CNN model similar to the one proposed by Dosovitskiy and
Brox [Dos16b] are also shown. Specifically, our CNN model takes the
2D locations of the SIFT features and the 128-dimensional descriptors
as input and outputs a color image. These examples demonstrate that
when all the 2D feature locations are known, the reconstructed image
reveals considerable detail about the scene including the identity and
other attributes of the people in the scene. In contrast, when the inversion
attack is done on the subset of inlier features, whose 2D positions are
revealed during our pose estimation method, only some parts of the
background scene are revealed and information about the people who were
observed in the query images or other transient objects in the foreground
are effectively concealed.

(a) Original (b) All features (c) Only inliers (a) Original (b) All features (c) Only inliers

Figure 2.2: Image Inversion Attacks. Six examples of query images and inversion
attacks on the Dubrovnik6k dataset. For each example, shown from left to right are
the original image and the images reconstructed using all the SIFT descriptors and using
only the inlier SIFT descriptors (their positions are revealed during our pose estimation
method). People present in the scene are well concealed.

38
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2.3 Feature Inversion attack

Related Work
We now discuss relevant work on image reconstruction by feature inversion,
visual localization and camera pose estimation, and privacy preserving
vision as well as research on privacy-aware location sensing without vision.
Visual Localization and Camera Pose Estimation. Estimating
the 6-DOF camera pose from an image is a fundamental problem in
computer vision. It is crucial for localization and navigation tasks in
augmented /mixed reality (AR /MR) and robotics. Structure-based cam-
era pose estimation methods are now quite mature [Irs09,Lim15,Lyn15,
Zei15,Sat17a] and deployed in many products (e.g., Microsoft HoloLens,
Magic Leap One, Oculus Quest, Google Maps AR).

Moreover, recent progress in image-based localization techniques have
led to methods that are robust to changes in scene appearance and il-
lumination [Ara16, Sch18], scalable [Li12, Zei15, Sat15, Sat17a], and effi-
cient [Art09,Irs09,Li10,Li12,Ven14a,Lim15,Ken15,Cao14,Dym15]. Most
localization approaches first recover putative matches between query im-
age features and features associated with 3D structure. Then, the camera
pose is typically estimated using minimal solvers within a RANSAC-based
robust estimation framework. Often, the camera pose is computed from
2D point to 3D point matches by solving a perspective-n-point (PnP)
problem [Fis81]. Various solvers for the minimal case of 3 points (P3P)
are known [Fis81,Har94] for central cameras and specialized solvers have
been proposed for the known vertical direction case [Kuk10]. Nister
and Stewenius [Nis07] proposed minimal solvers for generalized cameras,
whereas Sweeney et al. [Swe14] dealt with unknown scale. Meanwhile,
structure-less pose estimation methods are based on 2D to 2D point
matches between the query image and the mapped images [Zhe15], while
hybrid methods [Cam18] are based on both 2D–2D and 2D–3D point
matches. Generally, camera pose estimation is not limited to point-based
features only. For example, the Perspective-N-Line (PNL) problem uses
2D line to 3D line correspondences [Zha12, Pri15, Xu17]. In contrast to
chapter 1, we exploited 2D point to 3D line correspondence for cam-
era pose estimation in a variety of settings. The resulting problems
are solved using well known generalized camera pose estimation algo-
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2 Image Queries for Camera Localization

rithms [Ste05,Nis07,Lee14,Swe14,Swe15a].
Alternatively, learning-based methods [Ken15, Wey16, Bra17, Wal17]

partially avoid the privacy issues associated with sharing confidential 3D
point clouds, as they do not explicitly store 3D models. However, model
inversion [Mah15] poses privacy risks even for these methods, and they
are still not efficient and accurate enough [Sat17b,Wal17] for deployment
in products.
3D Point-to-Plane Registration. 3D geometric registration problems
can be solved using various techniques ranging from iterative closest
point (ICP) to optimal methods for registration of 3D points, lines, and
planes [Ols06]. ICP variants for point-to-plane registration have also been
proposed [Par03,Low04a]. However, more efficient methods are known for
the case of known point to plane correspondences [Ram10,Ram13,Kho15].
Ramalingam et al. [Ram10,Ram13] proposed minimal solvers for register-
ing points to planes that require six correspondences. These have been
used for point-plane SLAM using RGB-D sensors [Tag13]. In most previ-
ous work [Ram10,Tag13,Kho15], the planes arise from planar surfaces in
the scene or sometimes from other geometric primitives [Ram13]. How-
ever, while our method uses a point-to-plane solver, the planes in our
method are virtual in the sense that they are obtained by back-projection
of randomly oriented 2D image lines.
Reconstructing Images from Features. Weinzaepfel et al. [Wei11]
were the first to invert SIFT features. Subsequently, others tried in-
verting and interpreting HOG features [Von13], bag of visual words
features [Kat14], and CNN features [Zei14, Yos15, Mah15]. Dosovitskiy
and Brox trained CNN architectures to efficiently invert image features
[Dos16b, Dos16a]. Pittaluga et al. [Pit19] recently used similar CNN
models to invert sparse SfM point clouds and descriptors, where they
emphasized the privacy risks of storing such data permanently.
Privacy Preserving Visual Recognition. Avidan and Butman [Avi06,
Avi07] were one of the first to study privacy-aware techniques for com-
puter vision for the face detection task. Similar approaches were ex-
plored for image retrieval [Sha08], face recognition [Erk09], video surveil-
lance [Upm09], biometric verification [Upm10], and detecting computer
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2.4 Method

screens in first-person video [Kor16]. Recent works on privacy in vision
include anonymization for activity recognition [Ryo17, Ren18], learning
models on private or encrypted data [Gil16,Yon17,Aba16] and localizing
objects within indoor scenes using active cameras [Zha18]. However, these
privacy preserving vision algorithms focus on recognition tasks and cannot
be used for geometric vision problems such as camera pose estimation.
Privacy Preserving Localization in Mobile Systems. Efficient pri-
vacy preserving approaches for localizing smartphones in GPS-denied
indoor scenes applicable to WiFi and cellular fingerprinting as well as
cloud-based services have been developed [Kon15]. Other anonymiza-
tion approaches for location privacy for mobile systems have been ex-
plored [Abu08,Ner08,And13,Ard07,Ged08]. However, these approaches
are not suitable for precise pose estimation or other geometric vision prob-
lems. One crucial difference with our work on this chapter is that these
approaches are geared towards concealing the user’s location whereas our
approach focuses on concealing the appearance of the query images. Con-
cealing the computed camera pose, i.e., the user location on the server,
is an interesting open problem that is out of the scope of this chapter.

2.4 Method
This section first introduces the key concepts behind our privacy preserv-
ing method before discussing the case of localizing a single query image.
We then extend this theory to jointly localizing multiple image queries
and present an additional solution to the scenario where both the query
and the map remain confidential. We also present solutions to several
practical special cases, including known gravity direction and the case
where we can obtain a local reconstruction of the scene with known or
unknown scale.

2.4.1 Localization System
Our privacy preserving localization approach relies on a client-server
architecture, where the client first extracts local 2D features from the
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Figure 2.3: Absolute Camera Pose Estimation. Left: using traditional 2D point to
3D point matches. Middle: using privacy preserving 3D line cloud representation [Spe19a].
Right: using new proposed privacy preserving 2D feature lines.

query image (e.g., SIFT [Low04a]) and then sends them to the server for
computing the camera pose w.r.t. a pre-computed 3D point cloud. The
server takes the 2D image features from the client and matches them
against the associated features of the 3D point cloud. The resulting 2D to
3D correspondences then provide constraints for camera pose estimation.
Our approach is based on the same general architecture. However, it
relies on a novel privacy preserving representation of the 2D feature
points, which lead to different geometric constraints for pose estimation.

The main underlying idea is to obfuscate the 2D features extracted
from the query image before sending them to the server (see Figure 2.4).
Instead of actively detecting and masking potentially confidential objects
(which can be error-prone), our method inherently conceals the whole
image by transforming all the 2D feature points to randomly oriented
2D lines passing through the original point. This representation provides
a single geometric constraint for accurate and efficient camera pose esti-
mation. During the pose estimation procedure, the original 2D feature
point locations of permanent scene structures will be revealed, whereas
any confidential transient objects remain concealed. Note that revealing
the permanent structures during pose estimation does not compromise
privacy, because such structures are already present in the 3D map. Fur-
thermore, without possession of the 3D point cloud, all features remain
concealed and no information about the image can be inferred. The latter
is an effective defense against man-in-the-middle attacks that intercept
the client-server connection.
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Figure 2.4: Query Images. Examples of query images. From left to right: 3D point
cloud of the scene, a query image, the 2D feature points, and their associated 2D feature
lines in the image.

Single-Image Queries

In the following, we adopt the same notation as previous chapter, and
denote the normalized positions of the local 2D features in the query image
as x ∈ R2 and their corresponding 3D points in the map as X ∈ R3. We
also assume known intrinsic camera parameters and rely on sparse 3D
point clouds. The traditional approach, which is not privacy preserving,
leverages 2D–3D point correspondences to derive the 6-DOF camera pose
P =

[
R T

]
with R ∈ SO(3) and T ∈ R3 based on the constraint

0 = x̄− PX̄ = λ

[
x
1

]
− PX̄ , (2.1)

where x̄ ∈ P2 and X̄ ∈ P3 are the homogeneous representations of x
and X in projective space, respectively. To account for outlier corre-
spondences, this equation system is usually robustly solved for an initial
estimate of P using minimal solvers like p3P [Har94] embedded in a vari-
ant of RANSAC [Fis81]. A refined solution is then obtained by optimizing
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2 Image Queries for Camera Localization

the following non-linear least-squares problem

P ∗ = argmin
P

‖x̄− PX̄‖2 (2.2)

formulated over the set of inliers from RANSAC.
Then, for the issue of leaking confidential image information through

the 2D feature points, we propose to lift the 2D points in the image
x ∈ R2 to randomly oriented 2D lines l ∈ P2 that pass through the
original points such that lT x̄ = 0. Since the original 2D feature positions
are completely discarded and can be anywhere along the random lines,
this representation obfuscates the layout in the query image. While this
completely hides the image information, we will show that 2D line to
3D point correspondences still provide sufficient geometric constraints for
camera pose estimation.

In this case, the back-projection of the lifted 2D lines to 3D space defines
a 3D plane Π = P T l ∈ P3 passing through the camera projection center
and the 2D line in the image. Observe that, for an optimal pose P , these
back-projected 3D planes should contain their corresponding 3D points in
the map. This observation can be formulated in the following geometric
constraint

0 = ΠT X̄ = (P T l)T X̄ = lTPX̄ , (2.3)

which can be used for camera pose estimation. This geometric problem
is equivalent to the 3D point to 3D plane registration problem. There-
fore, we can leverage existing minimal solvers [Ram10,Ram13] for solving
the equation system inside RANSAC. The solution to the problem re-
quires a minimum of six 3D plane (back-projected 2D line) to 3D point
correspondences and so we denote the problem as l6P.

The discussed minimal solution optimizes a 3D point-to-plane distance
and produces an initial estimate of the camera pose. In a second step, we
aim to refine this initial solution in order to obtain a more accurate result.
Towards this goal, we interpret the geometric problem in a different way,
such that we can formulate the error in 2D image space. Concretely, the
projection of a 3D point must always be close to its corresponding 2D line
in the image plane, independent of the 2D line orientation. The geometric
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2.4 Method

Three 3D point – 3D point correspondences
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Figure 2.5: Pose Estimation with Known Structure. Left: traditional setup with
3D point cloud maps. Middle: our proposed approach using 3D line cloud query and the
3D map point cloud. Right: our extended proposed approach using 3D line cloud for
both queries and map.

constraint in Eq. (2.3) can be simply reinterpreted as

0 = lT x̄ = lTPX̄ , (2.4)

where we first project the 3D point X to image space. By minimizing the
2D point to 2D line distance in the image using non-linear least squares
optimization of

P ∗ = argmin
P

lT
[
x
1

]
√
l21 + l22

with l =
[
l1 l2 l3

]T
, (2.5)

we obtain the final camera pose estimate. After deriving the theory for
single-image localization, we next generalize our approach to the joint
localization of multiple images.

Generalization to Multi-Image Queries

The joint localization of multiple images, if their relative pose P c is known
through rigid mounting or local tracking, brings great benefits in terms of
recall and accuracy in image-based localization. Instead of determining
a separate pose P for each camera, we can reparameterize the pose of
multiple images jointly as

P = P cPm with Pm = sm

[
Rm Tm
0 s−1

m

]
. (2.6)
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2 Image Queries for Camera Localization

Thus, we can estimate only a single transformation Pm ∈ Sim(3), while
the known relative poses P c =

[
Rc T c

]
of the individual cameras are

fixed. Note that, if we know the relative scale of P c w.r.t. the 3D points
X in the map, we can drop the scale sm ∈ R+ and simplify Pm to SE(3).
The extension of Eq. (2.3) to multiple cameras is then straightforward by
substituting P by P cPm such that

0 = lTPX̄ = lTP cPmX̄ = ΠT
c X̄m , (2.7)

where Πc = P c
T l ∈ P3 and X̄m = PmX̄ ∈ P3. While the 3D planes

Π in Eq. (2.3) all pass through the projection center of a single camera,
we now have multiple bundles of planes Πc passing through the respective
projection centers of their cameras. The minimal solution to this problem
can leverage the same solvers [Ram10,Ram13] as in the single-image query
scenario and we denote the problem as m-l6P. Similarly, Eq. (2.5) still
serves as our constraint for non-linear refinement of the minimal solution.

Pose Estimation with Known Structure

Equivalent to previous chapter, we also propose a solution to the scenario
where we can determine 3D structure in the query image, e.g., through
multi-view triangulation or an active depth sensor. In other words, we
now know the depth λ of an image observation x, i.e., the 3D structure
in the query image can be computed as X̃ = λx̄. In the traditional
localization problem, the camera pose can then be estimated as the 3D
transformation that best aligns the two corresponding 3D point sets using
the constraint

0 = X̃ − PX̄ . (2.8)

This equation system has a direct and efficient solution [Hor87,Ume91],
which we denote as m-P3P+λ in the case of unknown scale and as m-
P3P+λ+s in the case of known scale.

In contrast to previous chapter, we want to hide the 3D structure of
the query instead of the map. We therefore lift the 3D points X̃ of the
query to randomly oriented 3D lines in Plücker coordinates [Ple03] as
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2.4 Method

Constraints Query Type Po i nt t o Po i nt Po i nt t o L i n e
(Traditional) (Privacy Preserving)

2D – 3D
Single-Image p3P p2P+u l6P l4P+u

[Har94] [Swe15a] [Ram13] [Ram13]

Multi-Image m-p3P m-p2P+u m-l6P m-l4P+u
[Lee16] [Hor87] [Ram13] [Ram13]

3D – 3D Multi-Image

m-P3P+λ m-P2P+λ+u m-L4P+λ m-L3P+λ+u
[Ume91] [Ume91] [Swe14] [Cam18]

m-P3P+λ+s m-P2P+λ+u+s m-L3P+λ+s m-L2P+λ+u+s
[Hor87] [Hor87] [Lee16] [Swe15a]

L i n e t o L i n e (Proposed)

3D – 3D Multi-Image m-P3P+λ+s m-P2P+λ+u+s m-L6L+λ+s m-L4L+λ+u+s
[Hor87] [Hor87] [Ste05] [Swe15b]

Table 2.1: Camera Pose Problems. Traditional methods using point to point correspon-
dences are called p*P (2D to 3D) and P*P (3D to 3D), whereas the ones using lines to
points are called l*P (2D to 3D) and L*P (3D to 3D). We also refer as L*L (3D to 3D) to
the case where map and query images are both obfuscated with lines. In the first row, the
methods take single query images as input, whereas the rest of the methods jointly localize
multiple query images (prefix m). These methods include general solvers as well specialized
ones for known vertical direction (suffix +u). The methods in the last three rows exploit
known 3D structure estimated from multiple query images (suffix +λ for known structure
and suffix +s for known scale).

L̃ =
[
ṽ w̃

]T ∈ P5 with w̃ = X̃ × ṽ, leading to the new geometric
constraints

0 = (ṽ × w̃ + βṽ)− PX̄ , (2.9)

which we can exploited for camera pose estimation. It turns out that
this problem can be solved using existing minimal solutions, and it is
geometrically equivalent to the generalized absolute pose problem with
known [Lee16] and unknown scale [Swe14]. We denote the minimal prob-
lems as m-L3P+λ+s for known scale and m-L4P+λ for unknown scale.

Confidential Query and Confidential Map

So far we only described techniques to protect the confidentiality of ei-
ther the query or the map. In this section, we address this limitation
by deriving an approach that obfuscates both the query and the map
simultaneously, yet still allows for camera pose estimation. This enables
localization where both the query images as well as the pre-computed
maps contain confidential objects, enabling localization to be performed
by an untrusted third party without leaking information.
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2 Image Queries for Camera Localization

In order to solve this problem, we obfuscate both the query and the map
representation. Note that this only works when we have known structure
on the query side, because solving the problem without known structure
relies on lifting 2D points to 2D lines. However, correspondences between
3D planes (back-projected 2D lines) in the query with their corresponding
3D lines in the map do not provide geometric constraints for camera
pose estimation, as they generally always intersect, independent of their
alignment.

To protect query and map information, we lift the 3D points X̃ of the
query and X of the map to 3D lines L̃ and L, respectively. The resulting
constraints are then

0 = (ṽ × w̃ + βṽ)− P
[
v ×w + αv

1

]
, (2.10)

which can be interpreted as a 3D line to 3D line intersection problem.
It turns out that this scenario is yet again geometrically equivalent to
the generalized relative pose problem. Each 3D line in our case can be
represented with a separate camera ray in the relative pose estimation
setting. As such, we can rely on existing minimal solvers [Ste05] for
finding an initial estimate of the camera pose inside RANSAC.

The non-linear refinement of the initial pose is more difficult, as we
cannot easily compute an error in image space anymore. The reason
being that we neither know the original 2D point location in the image
nor the corresponding original 3D point location in the map. Minimizing
the reprojection error in image space is, however, required in order to
find the maximum likelihood estimate under the assumption that the
image observations x ∼ N (0,σx) have Gaussian distributed errors. We
transform the 3D line L̃ of the query to the map coordinate system using
the current pose estimate as [L̇]× = P−1

m [L̃]×P−Tm . Assuming that the
3D map is error-free, we can find the maximum likelihood estimate Ẋ of
the true 3D point location ofX by finding the closest point of transformed
line L̇ on the 3D line L in the map coordinate system, as it is illustrated
in Figure 2.6.

Using the determined 3D point location Ẋ, we can compute the geo-
metric error between the two 3D lines in image space by projecting both
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2.4 Method

LnL

Lquery
.

Lmap .
X

l1
~

.
x1

l2
~

.
x2

Figure 2.6: LnL Methods. After computing the camera pose estimation P , we need to
find the closest point Ẋ on the 3D line L of the map in order to compute a 2D geometric
error.

Ẋ and L̇ to the respective cameras from which the query lines l̃ are
observed. Concretely, we non-linearly optimize the cost function

P ∗ = argmin
P

l̃
T
PẊ√
l̃21 + l̃22

with [l̃]× = P c[L̃]×P T
c , (2.11)

where [l̃]× and [L̃]× are defined as

[l̃]× =
[

0 −l̃3 l̃2
l̃3 0 −l̃1
−l̃2 l̃1 0

]
, [L̃]× =

[
−[w̃]× −ṽ
ṽT 0

]
. (2.12)

The geometric error between the projected confidential 3D line L̃ and the
projected 3D point Ẋ can be differentiated analytically w.r.t. P and its
minimization thus efficiently yields the final camera pose. We denote the
solution to the privacy preserving query and map problem as m-L6L+λ+s,
as it requires a minimum of six 3D line to 3D line correspondences with
known structure and scale. Note that we do not consider the case with
unknown scale, because we are not aware of a minimal solution to the
generalized relative pose problem with unknown scale.

Specialization with Known Vertical

Often, an estimate of the gravity direction in both the reference frame of
the query and the map is available through means of an inertial measure-
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2 Image Queries for Camera Localization
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Figure 2.7: Results for Privacy Preserving Image Query. Cumulative rotation and
translation error histograms for all 16 evaluated methods. Privacy preserving method yields
achieve almost as accurate results as the traditional approach, especially after non-linear re-
finement.

ment unit or vanishing point detection in the images. By pre-aligning
the two reference frames to the same vertical direction, one can reduce
the number of rotational pose parameters from three to one. The param-
eterization of the rotation then simplifies to a single quadratic constraint,
leading to more efficient and numerically stable solutions. Furthermore,
the minimal solutions require fewer correspondences and thus result in a
better runtime of RANSAC. We implement the known gravity setting for
all described problems, indicated by the suffix +u. See Table 2.1 for an
overview of all the methods.

2.5 Experimental Evaluation
2.5.1 Setup
Datasets. For evaluating the different specializations (known structure,
scale, and gravity) of our proposed solvers, we use the same datasets
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2.5 Experimental Evaluation

as previous chapter (see Figure 1.6): 15 real-world datasets of complex
indoor and outdoor scenes captured using a mix of mobile phones and
the Microsoft HoloLens [Hol16]. In the 15 datasets, there are a total
of 375 single-image and 402 multi-image queries for evaluation, evenly
spread across the scenes. In addition, we also evaluate our unconstrained
single-image approach (p3P and l3P) on four large-scale Internet photo
collection datasets [Li10,Wil14], which are well-established benchmarks
in the community. For sparse 3D scene reconstruction, we rely on the
COLMAP SfM pipeline [Sch16a, Sch16b]. For a fair comparison, all
methods use exactly the same 2D–3D correspondences, thresholds, and
RANSAC implementation [Fis81]. See supplementary material for more
details and visualizations.
Metrics. We compute the rotational and translational errors as ∆R =
arccos Tr(RT R̂)−1

2 and ∆T = ‖RTT − R̂
T
T̂ ‖2. In the supplementary

material, we also report the average point-to-point and line-to-point re-
projection errors (c.f. Eq. (2.2) and (2.5)) in addition to other details on
runtime, etc.
Methods. We compare all our proposed privacy preserving to their corre-
sponding variants of traditional pose estimators, see Table 2.1. The initial
pose estimates of all methods are computed using standard RANSAC and
a minimal solver for the geometric constraints. The initial results are then
further refined (suffix +ref ) using a Levenberg-Marquardt optimization
of the cost functions in Eqs. (2.5) and (2.11) based on the inliers from
RANSAC.

2.5.2 Results

Mobile and HoloLens Datasets. Figure 2.7 shows detailed accu-
racy and recall statistics, where our proposed privacy preserving method
achieves almost as accurate results as the traditional approach, despite
leveraging a single instead of two geometric constraints per correspon-
dence. In absolute terms, both the traditional as well as our approach
achieve state-of-the-art results, sufficient to enable precise localization
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2 Image Queries for Camera Localization

Images: 5856 | Points: 2.6M | Queries: 975

Dubrovnik

Images: 1071 | Points: 0.3M | Queries: 354

Gendarmenmarkt

Images: 6859 | Points: 0.3M | Queries: 446

Trafalgar

Images: 1690 | Points: 0.7M | Queries: 699

Roman Forum

Datasets Rotation Error [deg]
0 1 2 3 4 5 6

Translation Error [cm]
0 2 4 6 8 10

Figure 2.8: Internet Photo Collection. The four reconstructions shown in the upper
row are from publicly available datasets [Li10, Wil14]. For those scenes, the estimated
camera positions are visualized in red. On the bottom row, statistics and corresponding
localization errors for single-image scenario as box plots.

in AR and robotics scenarios. Similar to previous chapter, the localiza-
tion results improve by incorporating known information about structure,
gravity, and scale.

Internet Photo Collections. We also report results on well-known
large-scale localization benchmarks crowd-sourced from the Internet (see
Figure 2.8). Even though good performance on these datasets is mainly
determined by the performance of correspondence search, this experiment
demonstrates the feasibility of privacy preserving single-image localization
in large-scale outdoor environments. Our approach consistently yields a
median localization accuracy below 1◦ and 2cm, comparable to state-of-
the-art approaches. Furthermore, our approach achieves the same recall
as the traditional localization method.

Confidential Query and Map. The previous two paragraphs discussed
results for privacy preserving image queries with a traditional 3D point
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Figure 2.9: Privacy Preserving Image Query and Map Results. Cumulative rotation
and translation error histograms with both concealed query and the map show slightly
lower compared to m-LnP or m-PnL, yet still competitive in absolute terms, especially for
m-L4L+λ+u+s.

Table 2.2: Quantitative Results. RANSAC statistics (top) and reprojection errors in
pixels (bottom) for initial/refined results with traditional (Point to Point) and our proposed
(Line to Point) methods. Point to point errors computed with known secret point locations
are in brackets.

cloud based map representation. Figure 2.9 also evaluates the scenario
where both the query and the map are confidential. Compared to either
concealing the query (see m-LnP in Figure 2.7) or the map (see m-PnL in
Figure 1.7), this approach has slightly lower accuracy. Nevertheless, it still
produces accurate localization results in absolute numbers, especially the
refined solutions and the more constrained scenario with known gravity.
Pose Estimation Statistics. Table 2.2 reports the mean count of the
RANSAC iterations needed, inlier ratio, number of solutions in the min-
imal solver and time required to solve a single minimal problem. The
results show that, while our method is slower than the baseline approach,
the running times are small enough to make our method practical for real-
time applications. Especially, the specialized solvers with known struc-
ture and gravity have competitive timings. We used the same RANSAC
threshold for all the methods, but in practice this threshold could be made
smaller for our methods, since the line-to-point error is almost always
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2 Image Queries for Camera Localization

smaller than the point-to-point reprojection errors. This, and a slightly
higher chance of including some outlier matches that accidentally lie along
the 2D lines, leads to slightly higher inlier ratios for our method.
Robustness. Figure 2.10 shows how the pose estimation accuracy varies
when increasing levels of noise σx is added to the 2D feature locations.
We observe a similar trend for our method and the conventional method.
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Figure 2.10: Measurement Noise Sensitivity. Rotation and translation errors obtained
when Gaussian noise is added to the input 2D feature positions. The values of σx on the
x-axis are in pixels. Both conventional methods (Point-to-Point) and our methods (Line-
to-Point) perform similarly.
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2.6 Discussion

2.6 Discussion
After showing the efficacy of our method, we now discuss other insights.

Feature Line Intersection. The 2D feature lines could potentially
be intersected with each other to find the approximate positions of the
original 2D feature points. This can be especially effective, if nearby
feature descriptors were extracted from overlapping local patches. In this
case, an attacker can try to find similar descriptors with partial overlap
and only intersect their lines to reduce ambiguity. However, as shown
in Figure 1.8 for the 3D case, such an attack can be easily mitigated by
applying sparsification of the 2D features and ensuring that their image
patches do not overlap.

Feature Line Triangulation Attack. When sending multiple queries
from the same confidential scene to the server, corresponding 2D fea-
ture lines in different views can potentially be triangulated to a 3D point.
Since 2D image lines back-project to 3D planes, at least three non-coplanar
planes must intersect to yield a 3D point. This 3D point can then be
back-projected to the views to find the approximate 2D position of the
original features in the images. Such an attack could be exploited by
an attacker on the server to apply feature inversion techniques in 2D
or 3D [Dos16b, Dos16a, Pit19] to recover the appearance of confidential
content. A common expected scenario for our method is where the confi-
dential content is transient and moving (e.g., people in the scene). This
inherently ensures the above attack would not work because the triangula-
tion scheme is only valid for objects which are stationary across different
views. A more principled defense requires the user to never upload image
feature descriptors to the server. Instead, the server must send the map
descriptors to the client. The client then matches the image features
to the map features and only sends successfully matched 2D lines to the
server. Using such an approach, the client cannot recover any information
from the map, as it does not have the 3D point coordinates. Also, the
server cannot infer anything from the query either, because it does not
have the image descriptors. Although this may require a larger exchange
of data (at least for the first query). Alternately, the converse approach is
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2 Image Queries for Camera Localization

also valid. The client uploads only the descriptors to the server (without
2D lines features), the server returns only successfully matched 3D map
features to the client (perhaps in 3D line format [Spe19a]); and then,
clients can perform localization locally. These two-step protocols can
be more secure than sending all the descriptors and features at once.
Towards Concealing the User’s Location. So far, we focused on
ensuring that the appearance of the query image remains confidential.
However, after successful pose estimation, the precise location of the user
w.r.t. the 3D point cloud is revealed. If precise location information is a
privacy concern for certain applications, it can be easily hidden from the
server by only using multi-image queries with known structure. In this
case, the client only sends 3D lines to the server without the corresponding
relative camera poses P c in the query. Note that the server can still
perform non-linear refinement but by generating its own virtual cameras.
By not having the actual cameras, the server cannot recover the precise
location of the user in the scene anymore. However, an approximate user
location is still known based on knowing which 3D points were observed
in the image. Hiding the location completely is not the focus of this
chapter and an interesting research direction.
Compactness of Representation. The traditional approach based on
2D feature points requires 2 floats to represent the location of an image
feature. By discretizing the line directions, we can represent random
2D lines using 1 float for the distance to the origin and 1 byte for the
orientation, if using a finite set of 256 directions. Similarly, 3D lines can
be compactly represented by 2 floats and 1 byte.
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3 A Symmetry Prior for 3D Reconstruction

(a) Input geometry (b) Detected symmetries (c) Symmetric reconstruction

Figure 3.1: Stool Dataset. A model of a stool was scanned by a depth camera and the
result is incomplete due to occlusions. With only two detected symmetries we can complete
the 5-way symmetry of the model.

3.1 Overview
In this chapter, we propose a novel geometric constraint using planes as
a reflective symmetry prior for variational 3D surface reconstruction.

One of the long-time goals of computer vision algorithms is to imitate
the numerous powerful abilities of the human visual system to achieve
better scene understanding. Many methods have actually been inspired
by the physiology of the visual cortex of mammalian brains. One of the
strongest cues that humans use in order to infer the underlying geometry
of a scene despite having access to only a partial view is symmetry,
as shown in [Piz10]. Moreover, symmetry is a very strong and useful
concept because it applies to many natural and man-made environments.
Following this inspiration, we propose a method which leverages symmetry
information directly within a 3D reconstruction procedure in order to
complete or denoise symmetric surface regions which have been partially
occluded or where the input information has low quality. In contrast to
the majority of 3D reconstruction methods which fit minimal surfaces in
order to fill unobserved surface parts, our method favors solutions which
align with symmetries and adhere to required smoothness properties at
the same time. Similarly to how humans extrapolate occluded areas and
3D information from just a few view points, our method can hallucinate
entire scene parts in unobserved areas, fill small holes, or denoise observed
surface geometry once a symmetry has been detected. An example of our
approach is shown in Figure 3.1.
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3.1 Overview

3.1.1 Related Work
The works by Liu et al. [Liu10] and Mitra et al. [Mit13] give a broad
overview of symmetry detection methods, although most of the work they
discuss focuses on symmetry extraction for computer graphics applica-
tions. Therefore, their applicability is mostly shown on perfect synthetic
data. In this section, we focus on works that detect and exploit symme-
tries from real data for vision applications.

Köser et al. [Kos11] detect planar reflective symmetries in a single 2D
image. They demonstrate that the arising stereo problem can be solved
with standard stereo matching when the distance of the camera to the
symmetry plane corresponds to a reasonable baseline.

Kazhdan et al. [Kaz03] define a reflective symmetry descriptor for 3D
models by continuously measuring symmetry scores for all planes through
the models’ center of mass. We briefly repeat some of their theoretic
results as we are going to use them in Sec. 3.2. Let γ ∈ Γ be a symmetric
transformation and u be a symmetric object, then u is symmetric with
respect to γ if it is invariant under the symmetric transformation, that
is, γ(u) = u. Using the group properties of the symmetry transform,
Kazhdan et al.define the following symmetry distance

SD(u, γ) = min
v:γ(v)=v

‖u− v‖ = ‖u−Πγ(u)‖ =
∥∥∥∥u− γ(u)

2

∥∥∥∥ , (3.1)

in which Πγ(u) = 1
2 (u+γ(u)) is the orthogonal projection of object u onto

the set of objects which are symmetric with respect to the symmetry γ.
Based on these results, Podolak et al. [Pod06] focused on planar reflec-

tive symmetries and generalized the descriptor to detect also non-object-
centered symmetries. They further define geometric properties which can
be used for model alignment or classification. Both [Pod07,Gol09] detect
symmetries in meshes and propose a symmetric remeshing of objects for
quality improvements of the mesh and for more consistent mesh approxi-
mations during simplification operations. Similarly, Mitra et al. [Mit07]
use approximate symmetry information of objects to allow their transfor-
mation into perfectly symmetric objects.
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3 A Symmetry Prior for 3D Reconstruction

Cohen et al. [Coh12] detect symmetries in sparse point clouds by using
appearance-based 3D-3D point matching in a RANSAC-based procedure.
They then exploit these symmetries to remove drift from point-clouds.
Although their work is done on sparse point clouds, we present a similar
approach for voxel grids in Sec. 3.2.

Symmetries have also been used for many applications, e.g. shape match-
ing and feature point matching [Hau12], object part segmentation, and
canonical coordinate frame selection [Pod06]. Our goal is to apply these
concepts into the domain of dense 3D reconstruction. Nevertheless, our
work is not the first one leveraging symmetry information in this domain.
One of the earliest attempts to incorporate symmetry priors into surface
reconstruction methods was by Terzopoulos et al. [Ter87] who use a de-
formable spine model to create a generalized cylinder shape from a single
image.

Application-wise, the work by Thrun and Wegbreit [Thr05] is closely
related to ours. They detect an entire hierarchy of different symmetry
types in point cloud data and subsequently demonstrate the completion
of unexplored surface parts. As opposed to our approach, they do not
simultaneously denoise the input data and they do not compute a water-
tight surface.

In contrast, we propose to integrate knowledge about symmetries di-
rectly into the surface reconstruction process in order to better reason
about noisy or incomplete input data which can come from image-based
matching algorithms or 3D depth sensors. Furthermore, our approach
can handle any number of symmetries and their support domains can
arbitrarily overlap. To the best of our knowledge no other method deals
with several symmetries that share the same domain in a way that the
“symmetrized” result obeys the group structure of several symmetries at
once.

We build our symmetry prior into the variational volumetric 3D recon-
struction framework which has been used in various settings, e.g. depth
map fusion [Zac07], 3D reconstruction [Kol09,Umm12], multi-label seman-
tic reconstruction [Han13], and spatio-temporal reconstruction [Osw13],
with anisotropic regularization [Kol10, Han13, Osw14a] or connectivity
constraints [Osw14b]. The proposed method extends these lines of works
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3.2 Symmetry Detection

by a symmetry prior which can be easily combined with any of these
works. Moreover, since the 3D reconstruction is formulated as a 3D seg-
mentation problem, the proposed prior is also directly applicable to a
large set of segmentation methods like [Rei10], [Ung08].

3.2 Symmetry Detection

In order to exploit symmetry priors for reconstruction, we first need to
detect the symmetries that best fit the data, and we focus on detecting
planar symmetries. As input we use integrated depth information, which
is represented by a truncated signed distance function (TSDF) on a
volume V ⊂ R [Cur96]. The TSDF assigns a positive value for voxels
corresponding to free space and a negative value for occupied voxels
(which are placed behind the observed depth values). A zero value in this
function denotes an unobserved (or occluded) voxel. A surface is then
implicitly defined as the transition between positive and negative values.
Since we are only interested in voxels lying on the surface of the object,
we only look at the voxels for which the gradient is very strong.

Furthermore, since planar surfaces are symmetric with respect to all
planes perpendicular to them, which is not very informative for the global
scene or even for a small object, we decide to look only at those voxels
that exhibit a certain degree of curvature. Thus, the goal is to find the
symmetry planes that best reflect these high-gradient and high-curvature
voxels into positions that also have a large gradient and curvature or
that are otherwise unknown or occluded. Note that [Ker11] detect par-
tial symmetries in volumetric data via sparse matching of extracted line
features, which is a more sophisticated way of using the gradient on the
data. While trying to find the symmetries of a scene, we define the
symmetry support Vγ ⊆ V ⊂ R3 as a hole-free, connected subset of the
reconstruction domain V that fits the detected symmetry, that is, we try
to include all occupied and free space which complies with the symmetry
γ. Unobserved regions will be included an treated in a way such that they
perfectly fulfill the symmetry to allow for hole filling and hallucination.
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3 A Symmetry Prior for 3D Reconstruction

3.2.1 Ransac
We apply a RANSAC-based approach by taking as input the list of high-
gradient and high-curvature voxels, which we will refer to as surface voxels,
and the list of unknown voxels. First, we randomly sample two surface
voxels, which define a unique symmetry plane that reflect one of these
voxels into the other. Next, we look through all of the surface voxels and
reflect them over this plane to look for inliers to this particular symmetry.
If the reflection of a surface voxel falls into the position of another surface
voxel, then they are both considered as inliers to this symmetry plane.
However, if it falls into an unknown voxel position, then we also consider
it as an inlier since this could be a potential occluded part of a symmetric
object. We randomly sample planes from two surface voxels as many
times as stated by the RANSAC termination formula.

The plane with the most inliers is chosen as the best global symmetry
plane γ for this surface, and its inliers define the support Vγ . Since we
are interested in potentially finding many symmetries for the same scene,
RANSAC could be applied sequentially by removing the inliers for the best
symmetry and then subsequently re-detecting the next best symmetry
among the remaining surface voxels. However, since there could be many
symmetries with the same support, we modify RANSAC and keep track
of the set of best N solutions (where N has to be determined a-priori).
This way, we extract the N symmetries that best fit the entire surface.
We will refer to this set of symmetries as Γ.

Local symmetry detection. A scene can be composed of several objects
with different sizes and symmetries. However, due to the size variabil-
ity, applying RANSAC on the whole volume as described before would
miss most of the symmetries for small objects and also cluster different
objects with similar symmetry planes into one approximate, noisy, sym-
metry plane. Therefore, we apply the described RANSAC approach for
sliding boxes of different sizes over the entire volume. This allows the
segmentation of objects as the support for the different symmetries found.
The symmetry planes with the bigger inlier ratios and their support are
chosen as candidates for local object symmetries. For multiple detections
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3.2 Symmetry Detection
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Figure 3.2: Chair Dataset. Hough transform example: (a) Shows a 3D scan of a real
chair. (b) Illustrates the planar symmetry reflection (red) of the high-gradient voxels (blue).
Finally, (c) is the Hough space obtained by importance sampling in a Monte Carlo frame-
work, as described in [Pod06].

of the same object (parts) at different scales we gave preference to larger
support domains and rejected detections whose support is a subset of
another.

3.2.2 Hough Transform
Alternatively to RANSAC, we also implement a method based on [Pod06],
which resembles the Hough transform approach, in order to have addi-
tional insights in the space of planar symmetries belonging to an object.
As cost for the hough space voting, we use the Planar-Reflective Symmetry
Transform (PRST), which is defined according to [Pod06] as follows

PRST(u, γ) = 1− SD2(u, γ)
‖u‖2

= 1 + u · γ(u)
2 . (3.2)

We parametrize planes in 3D by the spherical coordinates of their normals
θ ∈ [0, π], φ ∈ [0, π] and the distance to the origin d ∈ [dmin, dmax]. After
finding the peaks in the Hough Space using a non-maximal suppression
scheme, we can obtain planar symmetries with high PRST values, as
illustrated in Fig. 3.2.

If we consider the special case when u values are binaries, representing
an occupancy grid, the equation (3.2) becomes the number of inliers
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3 A Symmetry Prior for 3D Reconstruction

of the γ symmetric plane, a metric also used in the RANSAC method
described previously. Therefore, the methods are essentially very similar
and the decision between one or the other depends only on technical
considerations. For example, the runtime of Hough Transform is fixed,
which is the number of iterations used in the plane sampling; on the other
hand, the number of iterations ran by RANSAC depends on the current
inlier threshold and, therefore, could possibly finish sooner. Another
advantage of RANSAC is its low memory footprint and the fact that
it doesn’t require a non-maximal suppression step. However, knowing
the Hough space can be a handy tool to visually understand the type of
symmetries obtained in the process.

One should notice that there are more sophisticated methods in the
literature to better extract symmetries, for instance [Mit07,Thr05]. How-
ever, the main contribution of this chapter is the use of these detected
symmetries in a variational optimization framework, described in the
following section.

3.3 Symmetry Prior for Surface Reconstruction
Given the set of detected symmetries Γ as described in Sec. 3.2, the goal is
to find the 3D reconstruction of a surface which fulfills three simultaneous
conditions: it should interpolate the given depth data, align with the given
symmetries, and adhere to the defined degree of smoothness. We represent
the surface by the implicit binary labeling function u : V ⊂ R3 → {0, 1}.
The depth information is fused into the data cost f : V → R which encodes
the depth measurements volumetrically as a truncated signed distance
function similar as in [Zac07]. Similarly to this work, we integrate the
data cost on the entire ray from the measured depth towards the camera.
This has the advantage of being able to directly identify unexplored areas
within the data cost, since unseen voxels will keep their initial value f = 0.
In this way, a zero value in the computed TSFD shows no preference
towards occupied or free-space, thus implying an unobserved voxel. On
the other hand, this approach has the disadvantage that outliers in the
depth map carve incorrect holes into the aggregated cost. Using the
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3.3 Symmetry Prior for Surface Reconstruction

symmetry distance from Eq. (3.1), the surface can then be found as the
minimizer of the following energy

E(u) =
∫
V

(
|Du|+ λfu

)
dx+ µ

∑
γ∈Γ

ωγ · SD2
Vγ (u, γ) , (3.3)

in which λ, µ ∈ R≥0 respectively weigh the contributions of each term to
control the amount of surface smoothness and symmetry. The first term
is the Total Variation regularizer in which D is the derivative in a distri-
butional sense. The last term of Eq. (3.3) minimizes the distance of all
symmetries given by Γ for which we use a slightly modified distance mea-
sure (Eq. (3.1)) in such a way that the distance is only evaluated for points
within the corresponding support domain Vγ . Furthermore, the weights
ωγ can be used to change the impact among individual symmetries.

Symmetry Projection. For a given set of m symmetries Γ = {γ1, . . ., γm},
minimizing energy (3.3) approximates the joint projection onto a set of
symmetries

ΠΓ(u) = Πγ1,γ2,...,γm(u) = min
v:∀γi∈Γ:γi(v)=v

‖u− v‖ , (3.4)

and if the regularization is turned off, i.e. for λ, µ → ∞ and uniform
weights ωγ this projection corresponds to the minimizer of (3.3), i.e.
ΠΓ(u) = argminuE(u). This relation can be seen by replacing the and-
condition over the symmetries in Eq. (3.4) by the sum of the costs which
leads to a similar expression as in Eq. (3.3).

Remark. As shown in [Kaz03] and stated in Eq. (3.1), the projection
Πγ(u) of function u onto a single symmetry has a simple analytic solution:
being the average of u and γ(u). This is not the case for the projection
onto a set of symmetries. Figure 3.3 illustrates that even the projection
Πγ1,γ2(u) onto only two symmetries is not a simple combination of the
individual projections Πγ1(u),Πγ2(u). Since our method minimizes the
symmetry distance to an arbitrary set of symmetries, the minimizer of
energy (3.3) for an infinite symmetry term weight (µ→∞) approaches the
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3 A Symmetry Prior for 3D Reconstruction

joint projection ΠΓ onto all symmetries in Γ which inherently generates
a complex symmetry group as a combination of the input symmetries.

(a) (b) (c) (d) (e) (f) (g)
Figure 3.3: A toy example illustrating the projection onto multiple symmetries. (a) Shows
data cost f which enforces a single point (white corresponds to f < 0) as being occupied,
and a small region to be free-space (black =̂ f > 0) in order to avoid a constant solution.
The rest of the image has no data cost (gray =̂ f = 0). (b) A planar-reflective symme-
try γ1 and corresponding projection Πγ1 (u). (c) γ2, Πγ2 (u). (d) Overlaid solution of
Πγ1 (u),Πγ2 (u) - this image corresponds to a solution of Eq. (3.3) with a low weight µ for
the symmetry term. (d)-(g) In our setup we can continuously steer the amount of enforced
symmetry by increasing µ until the image eventually fully adheres to the group structure
of both symmetries.

3.4 Numerical Optimization
In order to minimize Eq. (3.3) we discretize the volume domain V on a
regular voxel grid. In a discrete setting u is a stacked vector of all voxels
in the volume domain. The symmetry dependencies between different
points can be represented as a linear transformation, that is, the symme-
try distance in Eq. (3.3) can be rewritten as SD2(u, γ) = ‖Aγu− b‖2. As
a result, all three terms of the functional are convex and we can efficiently
minimize energy (3.3) with the preconditioned first-order primal-dual al-
gorithm [Poc11]. In our setting the algorithm alternatingly iterates the
following projected gradient ascent, gradient decent and linear extrapola-
tion steps.

pn+1 = Π‖p‖≤1 [pn + σDūn]

un+1 = Π[0,1]

[
un + τ

(
div pn+1 − λf − µ

∑
γ∈Γ

ωγA
T
γ (Aγun − b)

)]
(3.5)

ūn+1 = 2un+1 − un
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3.4 Numerical Optimization

with Π‖p‖≤1[p] = p/max(1, ‖p‖) being the projection onto the unit ball
and Π[0,1](x) = max

(
0,min(1, x)

)
being a simple clamping. The deriva-

tive and divergence operators are discretized by forward and backward
differences, respectively.

The primal-dual surface optimization lends itself to a parallel imple-
mentation for which we used the CUDA framework. Without further pro-
cessing, we finally extract a mesh as the 0.5 iso-surface from the implicit
surface representation u using the Marching cubes [Lor87] algorithm.

Although the most common types of symmetries, like planar reflective
symmetries, rotational, and translational symmetries are represented by
linear transformations, the convexity of the energy is also not violated
if the symmetry transformation is non-linear. This is because the trans-
formation affects only the argument x of u, but not u itself. Hence, our
formulation can handle any type of symmetry. In this chapter, we focus,
however, on planar reflective symmetries since these are the most common
ones in many environments.

Planar Reflective Symmetries. In this case the symmetry γ is parame-
trized by a 3D plane given in Hessian normal form by nx − d = 0 with
unit normal n ∈ R3 and the distance from the origin d ∈ R. The linear
transformation inside the symmetry term in Eq. (3.5) is then given by
b = 0, Aγ = (I −Mγ), with I being the identity matrix. The binary
matrix Mγ ∈ {0, 1}|V |×|V | (with |V | being the number of voxels in the
discretized volume domain) encodes all pairwise dependencies between
voxels being linked by the symmetry γ and is defined as

(Mγ)ij =
{

1 if m(j) = m(i)− 2n
(
m(i)Tn− d

)
0 otherwise.

(3.6)

Here function m : Z→ Z3 converts between the stacked 1D voxel index
and the corresponding 3D voxel index. Further, pairwise dependencies
(non-zero entries in matrix Mγ) are only added for voxels inside the
corresponding symmetry support domain Vγ . In sum, for the case of
planar reflective symmetries the relations in Eq. (3.6) essentially add
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3 A Symmetry Prior for 3D Reconstruction

pairwise interactions according to the symmetry for all points in the
symmetry support domain Vγ .

3.5 Experiments
Although our approach inherently combines surface denoising, comple-
tion and hallucination, we try to isolate and evaluate these properties
separately in the following experiments.

3.5.1 Surface Denoising and Completion
In order to evaluate the denoising properties of our approach, we arti-
ficially degraded the 3D reconstruction of a building by dropping every
second depth map from the original reconstruction. These depth maps
were created by a plane sweep stereo matching approach from a sequen-
tial set of 118 images taken from all sides of the building. To improve
the degraded model, we used the symmetry prior with the best scoring
vertical symmetries in the scene, see Figure 3.4.

3.5.2 Surface Hallucination
In Figure 3.5, we demonstrate the ability of our method to hallucinate
large parts of a scene in unexplored areas. To this end, we took the Capitol
data set from [Coh15] consisting of a large building captured with 359
images. For the experiment, we selected one of the connected components
with 129 images of the data set, representing half of the building as shown
in the center column of Figure 3.5. Using the two best scoring planar
reflective symmetries, we were able to hallucinate the other half of the
building and compared the result to the full stitched model presented as
a result in [Coh15]. An overlay of the two reconstructions reveals that the
center part of this building is actually not exactly symmetric. Naturally,
surrounding objects like the stairs do not fit to the reflected surface, but
it is also visible that large parts of the walls and details like the windows
align well.
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Figure 3.4: G-hall Dataset. Reconstruction of the building “g-hall” with large occlusions
in the input data due to vegetation. The top row shows example input images, correspond-
ing depth maps and the two best scoring planar symmetries. For comparison purposes, we
degraded the original reconstruction (left column) by taking out half of the depth maps
(center column) in order to introduce noise and missing data. Applying a symmetry prior
to the degraded model completes many occluded areas on the backside, reduces the noise
and enhances details like the window frames.

3.5.3 Local Symmetries
Figure 3.6 shows an experiment with multiple local symmetries of objects
in a desk scene. The local symmetries were detected using the RANSAC
approach with sliding search boxes as described in Sec. 3.2.1. The first row
in Figure 3.6 depicts the input data which was scanned with a structured
light RGB-D sensor and is missing surface information for several unob-
served scene parts. The baseline reconstruction without the symmetry
term (µ = 0) is shown in the second row of Figure 3.6. Some of its areas
are filled with minimal surfaces as visible in the backside of the monitor
and the lower part of the office chair. In contrast, the results with our
approach (third row of Figure 3.6) demonstrate that these areas are filled
in a more meaningful way with the help of the symmetry information.

Another advantage of our approach is the combination of the symmetry
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3 A Symmetry Prior for 3D Reconstruction
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Figure 3.5: Capitol Dataset. This experiment shows a symmetric reconstruction of the
capitol building in Providence (Rhode Island, USA) with a large unexplored area. We
created a partial model by leaving out depth maps and then detected symmetries and
hallucinated the rest of the building into the unexplored area.
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3.5 Experiments
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Scene Overview Monitor close-up Chair close-up

Figure 3.6: Desk Dataset. Experiment with a desk scene containing multiple local planar
symmetries shown as teal-colored planes in the first column. Several scene parts such as the
backside of the monitor and the lower part of the chair were occluded during data acquisition.
The figure shows the reconstruction results of the baseline approach (second row) which
fills-in a minimal surface into the unknown regions in comparison to reconstruction with
the proposed symmetry prior (third row) which completes these regions while obeying to
the previously detected symmetries.
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3 A Symmetry Prior for 3D Reconstruction

prior and the classical minimal surface smoothness prior. While the lower
part of the chair and the backside of the monitor clearly show the benefit
of the symmetry term while regularizing the surface, the impact of the
total variation term is not clear in these cases. Nevertheless, its impact is
still important as it helps to denoise the surface and close smaller holes.
For instance, the input surface information of the monitor stand is not
sufficient to fully reconstruct it without holes by solely using the symmetry
prior. As highlighted in Figure 3.10, the combination of the two priors
unifies their desired properties and yields superior reconstruction results
in comparison to using only one of the priors alone.

3.6 Data Cost Term
In this section, we give more details on how to visualize the data cost
term and how we deal with the presence of noise.

3.6.1 Visualization
Slices of the data cost (the truncated signed distance function) for the
Desk Dataset are shown in Figure 3.7. Notice that data cost is negative
to favor occupied voxels and positive to favor empty voxels.

-0.01

-0.008

-0.006

-0.004

-0.002

0

0.002

0.004

0.006

0.008

0.01

(a) Slice plane (b) Data cost map
Figure 3.7: Data cost map example: (a) shows the plane corresponding to the data cost
slice showed in (b), where white represent the visible area, black the unknown area (or
unobserved), red/yellow the occupied voxels inside an object (i.e. negative values, which
are placed behind the observed depth values), and green/blue the remaining free space
outside an object (positive values).
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3.6 Data Cost Term

3.6.2 Dealing with Noise
The symmetry detection is very robust to noise in the input data, however,
the subsequent symmetry optimization is rather sensitive to noise. Our
algorithm enforces symmetries among corresponding points and favors
them to have a similar value. For the case that one of the reflected
points lies in an unobserved area (i.e. f(x) = 0) enforcing this similarity
will not generate any data cost. On the downside, depth outliers which
over-estimated the depth incorrectly lead to data term values that favor
either empty or occupied labels although they should favor an unknown
label. An example of this can be seen in Figure 3.8 -(a). This can lead
to cases in which a symmetry associates voxel values with contradicting
occupancy values for which either decision generates data cost in one way
or the other. The resulting value then mostly depends on the regularizer
which evaluates neighboring points. For this reason, noise in the input
data easily leads to missing geometry in the reconstruction result. In
order to mitigate its effect, we pre-process the data cost slice by slice by
applying morphological operations, as illustrated in Figure 3.8 -(b).

(a) Original (b) Filtered
Figure 3.8: Data cost slice of the chair legs in the Desk dataset. In (a) it is possible to
observe some noise in the unknown area (some voxels are marked as visible area). After
applying morphological operations (erosion and dilation), the filtered slice is shown in (b).

3.6.3 Discussion and Limitations
While the proposed symmetry detection is rather robust to noise, the
subsequent surface optimization with the proposed symmetry prior is
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3 A Symmetry Prior for 3D Reconstruction

Raw Input + Symmetry Plane With symmetry (µ = 200)

Without Symmetry (µ = 0) With Symmetry (µ = 2)

Figure 3.9: Partial scan of a symmetric hallway. The figure shows different values of
symmetry term weights µ in comparison. Even the very small angular error in the symmetry
plane leads to inconsistencies in surface areas like the floor and walls and makes them
disappear if the symmetry is enforced strongly (µ = 200). Our approach allows for a
compromise by only putting a low symmetry weight (µ = 2), which leads to a not fully
symmetric scene, but allows to recover the floor and all the walls in this dataset.

sensitive even to very small changes of the symmetry parameters: 1)
The accuracy of the symmetry support (up to surface noise) is essential,
because otherwise inconsistent scene parts are forced to take consistent
occupancy labels and the resulting label depends on the data support,
the smoothness parameter and the number of pairwise inconsistencies
within the group structure of the favored symmetry. 2) The accuracy of
the symmetry plane normal has strong influence on the result, because
even small angular errors lead to large reconstruction errors for points
that are far away from the symmetry plane as explained in Figure 3.9.

Parameter Settings. We experimented with several settings for the in-
dividual symmetry weights ωγ , like e.g. the support size, inlier ratios, or
number of inliers, following the idea that symmetries with a stronger data
support should also be enforced in a stronger way. However, we found
that uniform weights (∀γ : ωγ = 1) gave the best results and used them in
all of our experiments. The other model parameters (volume resolution,
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3.6 Data Cost Term

Without Symmetry With Symmetry Prior
Figure 3.10: Benefit of combining the min-
imal surface and the symmetry prior: Less
than half of the monitor stand was observed,
the symmetry prior alone would leave a hole
in the stand, but the combination of the pri-
ors yields the desired result.

Dataset Voxel Resolution λ µ

stool 191×158×135 (4M) 108 107

capitol 700×560×560 (220M) 1.5 6
g-hall 512×512×213 (56M) 0.75 6
desk 311×289×239 (21M) 1500 300
hallway 730×436×301 (96M) 200 200

Table 3.1: Overview of parameters for all
experiments. The first two columns show
the voxel resolution next to the correspond-
ing dataset and the last two columns show
the data term weight λ and the symmetry
term weight µ (see Eq. (3.3)).

data term weight λ, and symmetry term weight µ) are summarized in
Table 3.1. The choice of these parameters is intuitive and careful tuning
was not necessary. In order to weigh the amount of smoothness, data fi-
delity and symmetry against each other, we found as a rule of thumb that
the data term weight and the symmetry term weight should be changed
in a similar manner in order to keep a similar amount of smoothness,
e.g. when enforcing more symmetry, the data term weight should be
raised as well to maintain the amount of data fidelity. Conversely, for less
smoothness the data term weight is raised and the symmetry term weight
needs to be raised as well in order to maintain a comparable impact of
the symmetry term. For more sophisticated symmetries like the stool or
the toy example in Figure 3.3, large symmetry term weights are required
to enforce the full group structure.

For the detection of the global symmetries, we achieved better results
and shorter runtimes on the larger data sets with the Hough transform,
while for the local symmetry detection, the RANSAC approach gave
better symmetry proposals. As mentioned in Sec. 3.2, we use a sliding
box approach (3D convolution) with different box sizes to better detect
all the objects in the scene. We chose sliding boxes of sizes 20%, 30%,
40%, and 60% of the total volume size and moved them by quarter box
length quantities. For the symmetry support regions Vγ , we simply took
the tight bounding box of the inlier points of the symmetry, but a better
symmetry-based segmentation could also be used [Thr05].

77

PhD_Thesis_Pablo_SPECIALE_printing_with_tabs_FINAL__with_cutting_marks.pdf   89 1/26/2020   3:19:31 AM



PhD_Thesis_Pablo_SPECIALE_printing_with_tabs_FINAL__with_cutting_marks.pdf   90 1/26/2020   3:19:31 AM



Part III

Consensus Maximization

Ellipsoid and LMI Constraints
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4 Linear Matrix Inequality Constraints

4.1 Overview
One of the major difficulties of many central computer vision problems –
besides the proper handling of noise and incomplete data – is the robust
detection of outliers. For many optimization methods, the number of
outliers has a tremendous impact on the runtime or even on the solvability.
A common approach for robust estimation is, therefore, to explicitly
maximize the number of inliers for a given problem – also called Consensus
Maximization.

Therefore, in this chapter we describe a global optimization framework
for Consensus Maximization that will allow us to introduce the concept
of Linear Matrix Inequality (LMI) constraints.

4.2 Related work
A large number of optimization methods for robust estimation have been
proposed in the literature which can be roughly divided into local and
global optimization methods.
Local Optimization Methods. With currently more than 20K cita-
tions, RANSAC [Fis81], is by far the most popular method. It has been
used in numerous applications and many extensions have been proposed,
e.g. [Tor00,Tor02,Chu05] (see [Cho09,Rag13] for an overview). The great
advantage is its simplicity and effectiveness for various scenarios, but it
also has a number of shortcomings: 1) it does not guarantee optimality
and only finds a local optimum, 2) it cannot find the exact solution if
it is not contained in the sampling set, and 3) its expected computation
time grows exponentially with large amounts of outliers.
Global Optimization Methods. Global methods commonly have
considerably larger computational costs, as they are mostly based on
exhaustive search within the entire optimization domain. Almost ev-
ery global method uses the Branch-and-Bound (BnB) strategy to
make the search tractable, e.g. [Li09,Zhe11,Har09,Baz12,Baz14]. Similar
to our approach, several methods use Mixed Integer Programming
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4.3 Notation and Background

(MIP) [Li09,Con14,Wol98,Chi16] within the BnB optimization in order
to solve the overall problem faster. Recently [Chi15] proposed to cast the
problem of consensus maximization as a tree search problem which is then
traversed with A∗-search for faster optimization. This method does not
need linearization of the residual and only traverses a small subset of the
tree compared to exhaustive methods like [Ols08,Enq12].

Application-wise, many related works are specialized to a particular
problem class, like linear problems [Li09], pseudo-convex problems [Li07,
Chi15], or, they are even more specialized to a specific type of geometric
problem, for instance problems including rotations [Har09,Baz12], rota-
tion + focal length [Baz14], translation [Fre15], rotation + translation
+ scale [Pau15] or essential matrices [Yan14]. Most of these methods
specialize on a particular problem and their application to a different
problem class is not necessarily straightforward.

In this chapter, we propose a general optimization framework that
covers all problems that can be expressed with LMI constraints and,
therefore, tackles the majority of the aforementioned problem classes.

4.3 Notation and Background
In the following, we introduce the notations that we will be using in
this chapter. Algebraic definitions and a geometric interpretation of LMI
constraints are introduced and discussed. Finally, we discuss the analogy
between LMI constraint quadratic and semi-definite programming.

4.3.1 Positive Semi-definite Matrix Formulations
When dealing with matrices, A � 0 (resp. A � 0) means that the symmet-
ric matrix A is positive semi-definite (resp. positive-definite). A = (aij)
is the element-wise representation of a m× n matrix. Its row-wise repre-
sentation is A = [a1, . . . , ai, . . . , am]ᵀ, where ai is a n-dimensional vector.
For a given set of symmetric matrices K = {Ai}li=1, K � 0 implies Ai � 0
for all i = 1, . . . , l. It is important to note that K � 0 is equivalent to
A = diag(A1,A2, . . . ,Al) � 0.

83

PhD_Thesis_Pablo_SPECIALE_printing_with_tabs_FINAL__with_cutting_marks.pdf   95 1/26/2020   3:19:31 AM



C
h

a
pt

er
4

C
h

a
pt

er
4

C
h

a
pt

er
4

C
h

a
pt

er
4

4 Linear Matrix Inequality Constraints

4.3.2 Spectrahedron, LMI and SDP
Definition 4.3.1 (Spectrahedron [Vin14]). A spectrahedron is the
intersection of positive semi-definite matrices with an affine-linear space.
An n-dimensional affine-linear space of a real symmetric matrix can be
parametrized by A(y) = A0 +

∑n
i yiAi, for y = [y1, y2, . . . , yn]ᵀ ∈ IRn.

Therefore, a spectrahedron can be defined by a set S:

S = {y ∈ IRn : A(y) � 0}. (4.1)

A Linear Matrix Inequality (LMI) is the constraint on y ∈ IRn

such that A(y) � 0. A Semi-definite Program (SDP) consists of
minimizing (or maximizing) a linear objective subject to LMI constraints.
It is a convex optimization problem that can be efficiently solved using
interior-point methods [Boy04].

4.3.3 LMI Constrained Quadratic Programming
A LMI constrained quadratic programming is a problem of the form:

minimize
y

yᵀQy + qᵀy + r,

subject to A(y) � 0,
(4.2)

where Q is a real symmetric matrix, q a real vector, and r a real scalar.
For Q � 0, the problem of (4.2) can be optimally solved using SDP.

Note that Q � 0 can always be factorized into Q = MᵀM for some matrix
M, using the Cholesky decomposition. Therefore (4.2) is equivalent to
the following SDP:

minimize
y,θ

θ,

subject to
(

I My
yᵀMᵀ θ − qᵀy − r

)
� 0,

A(y) � 0.

(4.3)
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4.4 Consensus Maximization with LMI

4.4 Consensus Maximization with LMI
Consider a geometric transformation T (x) : U → V that relates a pair of
measurements P = {U, V }. Let γ(x) be the residual error for a known
P and the estimate x. The problem of maximizing the measurements’
consensus (i.e. inlier set) under a LMI constraint is,

Problem 4.4.1. Given a set of measurement pairs Z = {Pi}ni=1 and a
threshold ε,

maximize
x,ζ⊆Z

|ζ|,

subject to γi(x) ≤ ε, ∀Pi ∈ ζ,
A(x) � 0.

(4.4)

In general, solving (4.4) exactly is non-trivial, as this is a NP-hard com-
binatorial optimization problem. Such problems are usually solved using
sample-and-test techniques, like RANSAC, with no guarantee on the opti-
mality of the results. In contrast, exact methods are based on variations
of tree search algorithms [Ols08,Enq12,Chi15,Li09,Zhe11]. Our following
proposition is concerned about the optimal solution search for a class of
such problems.

Proposition 4.4.2 (Consensus with LMIs). Problem 4.4.1 can be solved
optimally using a tree search method for linear γi(x), or quadratic residuals

γi(x) = xᵀQix + qᵀ
i x + ri with Qi � 0.

Proof. It is sufficient to show that the problem of minimizing the maxi-
mum of γi(x) under a LMI constraint, as given below, is convex.

minimize
x

maximum
i

γi(x),

subject to A(x) � 0.
(4.5)

For linear γi(x), (4.5) is equivalent to the following SDP,

minimize
x,θ

θ,

subject to γi(x) ≤ θ, ∀i,
A(x) � 0.

(4.6)
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4 Linear Matrix Inequality Constraints

Similarly, if γi(x) = xᵀQix + qᵀ
i x + ri with Qi � 0, then (4.5) can be

solved using the following SDP, for Qi = Mᵀ
i Mi,

minimize
x,θ

θ,

subject to
(

I Mix
xᵀMᵀ

i θ − qᵀ
i x − ri

)
� 0, ∀i,

A(x) � 0.

(4.7)

Alternatively, following a similar argument of convexity as in [Epp05], one
can show that (4.5) is a LP-type [Mat96] (or generalized linear program).
This concludes the proof.

Mixed Integer Programming. Before entering into further details, we
discuss the choice of solving (4.4) using Mixed Integer Semi-Definite Pro-
gramming (MI-SDP) [Con14,Wol98]. MI-SDP framework can solve (4.4)
optimally, which can be restated as:

minimize
x,z

∑
i

zi,

subject to γi(x) ≤ ε+ ziM, ∀i,
zi ∈ {0, 1},
A(x) � 0.

(4.8)

where z = {zi}ni=1 are binary variables andM is a large enough positive
constant. It is a common practice in optimization to ignore constraints by
using a constant such asM. See [Chi07, Ch. 7] for guidelines on selecting
this constant. Intuitively, the data pair generating the residual γi(x) will
be considered as an outlier if zi = 1. Therefore, for the given optimal
solution z∗ to (4.8), the maximum consensus set can be obtained by,

ζ∗ = { i | z∗i = 0}. (4.9)
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4.5 Transformation Equation

4.5 Transformation Equation
Although Proposition 4.4.2 suggests that the general class of problems (4.4)
can be optimally solved, in this chapter we are concerned with problems
of the following form,

βi(x) vi = Bi(x) ui + b(x), (4.10)

where {ui, vi} are the measurement vectors of the pair Pi, and Bi(x), b(x),
and βi(x) are the terms linear on x which form the transformation T (x).
For a given problem, we wish to enforce the structural constraint of T (x)
in terms of LMIs, while minimizing the residual error of (4.10).

4.5.1 Residual with Noise Model
We model the noise as a Gaussian process. The dissimilarity measure be-
tween two corresponding measurements is therefore expressed in terms of
the generalized squared interpoint distance (also known as squared
Mahalanobis distance). For a given pair Pi, the residual error (or dissim-
ilarity measure) is given by,

γi(x) = ∆i(x)ᵀ Σ−1 ∆i(x), (4.11)
∆i(x) = Bi(x) ui + b(x)− βi(x) vi

where Σ is the covariance matrix of a known distribution.

Remark 4.5.1. The residual error (4.11) is a quadratic function of the
form γi(x) = xᵀQix + qᵀ

i x + ri with Qi � 0.

4.5.2 Residual Minimization
Once the optimal inlier set ζ for Problem 4.4.1 is obtained, the best
estimate x that minimizes the collective residual errors for all the inliers,
while satisfying the LMI constraint, can be obtained using the following
result. This can be considered as a refinement step.

87

PhD_Thesis_Pablo_SPECIALE_printing_with_tabs_FINAL__with_cutting_marks.pdf   99 1/26/2020   3:19:31 AM



C
h

a
pt

er
4

C
h

a
pt

er
4

C
h

a
pt

er
4

C
h

a
pt

er
4

4 Linear Matrix Inequality Constraints

Result 4.5.2. The optimal estimate x that minimizes the sum of residuals
for all inlier pairs ζ = {Ij}mj=1 ⊆ Z can be obtained using the LMI
constrained quadratic programming,

minimize
x

xᵀ
( m∑
j=1

Qj

)
x +

( m∑
j=1

qj
)ᵀ

x +
m∑
j=1

rj ,

subject to A(x) � 0.

(4.12)

This is a convex problem, that can be solved efficiently using the SDP as
discussed in Section 4.3.3. It follows that, Qj � 0 =⇒

∑m
j=1 Qj � 0.

4.6 LMI Constraints
In this section, we introduce four LMI constraints that we will use in our
experiments. Two of these constraints were recently proposed in [San11,
Hab14]. The other two constraints are presented for the first time in this
section. First, we define the function L : IR3×3 → IR4×4 of the form,

L(A) =


a11 + a22 + a33 a32 − a23 a13 − a31 a21 − a12
a32 − a23 a11 − a22 − a33 a21 + a12 a13 + a31
a13 − a31 a21 + a12 a22 − a11 − a33 a32 + a23
a21 − a12 a13 + a31 a32 + a23 a33 − a11 − a22

. (4.13)

4.6.1 Orbitope and Rotation Matrix
Definition 4.6.1 (Orbitope [San11]). An orbitope is the convex hull of
an orbit of a compact algebraic group that acts linearly on a real vector
space. The orbit has the structure of a real algebraic variety, and the
orbitope is a convex semi-algebraic set.

A 3-dimensional rotation matrix R ∈ SO(3) has dimension three. How-
ever, its tautological orbitope is a convex body of dimension nine. The
following theorem, proven in [San11], is a key ingredient of this work:
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4.6 LMI Constraints

Theorem 4.6.2 (SO(3) Orbitope). The tautological orbitope conv(SO(3))
is a spectrahedron whose boundary is a quartic hypersurface. A 3×3 ma-
trix A lies in conv(SO(3)) if and only if,

I4×4 + L(A) � 0. (4.14)

For some applications, the desired rotation matrix must have a re-
stricted rotation angle around an arbitrary rotation axis. For example,
the relative rotation between two cameras cannot be too large for them
to share a common field of view. Such rotation angle restrictions can be
expressed as LMI constraints using the following Lemma.

Lemma 4.6.3 (Bounded SO(3) [Hab14]). Consider R ∈ SO(3) expressed
in the angle-axis form by a rotation angle θ around an arbitrary axis. The
eigen-decomposition of the symmetric matrix R + Rᵀ is of the form,

R + Rᵀ = U

2 cos θ 0 0
0 2 cos θ 0
0 0 2

U−1. (4.15)

For |θ| ≤ 90◦, the symmetric matrix R + Rᵀ � 0. In fact, the rotation
angle is within the given upper bound, |θ| ≤ θ ≤ 90◦, if and only if,

R + Rᵀ � 2 cos θ I3×3. (4.16)

4.6.2 Transformations Coupled with Rotation
Some transformations involving both rotation and an extra scale (e.g.
Metric Transformation) can be expressed with the help of a scaled-rotation
matrix. The following definition deals with the structure of a scaled-
rotation matrix.

Definition 4.6.4 (SSO(3)). Given a real, compact, linear algebraic group
H, a 3-dimensional scaled-special orthogonal group is defined by,

SSO(3) = {H ∈ H : HHᵀ = α2 I3×3, det(H) = α3, α > 0}. (4.17)
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4 Linear Matrix Inequality Constraints

In the following proposition, we provide a convex relaxation for the
scaled-rotation matrix as a LMI.

Proposition 4.6.5 (SSO(3) and SO(3) Orbitope). ∀S ∈ SSO(3) there
exists A ∈ conv(SO(3)) such that S = αA, if and only if ∃α > 0:

α I4×4 + L(S) � 0. (4.18)

Proof. If S ∈ SSO(3) ⇐⇒ S = αA for A ∈ SO(3) and α > 0. No-
tice from (4.13) that 1

αL(S) = L( S
α ). Therefore, (4.18) is equivalent to

I4×4 + L( S
α ) � 0. After replacing A = S

α , we get the same result as in
Theorem 4.6.2. The backward proof for equivalence can be obtained in a
very similar manner.

Remark 4.6.6. For a given α > 0 and S = αR with R bounded by
|θ| ≤ θ ≤ 90◦, the following LMI must also hold true,

S + Sᵀ � 2α cosθ I3×3. (4.19)

In the calibrated relative pose formulation, a rotation matrix appears
with a skew-symmetric matrix, the so-called Essential matrix. More
formally, the normalized Essential matrix is defined as follows.

Definition 4.6.7 (Normalized Essential Matrix). The set of normalized
Essential matrices for two cameras related by rotation R and translation
t is given by,

E = {E = [t]×R : R ∈ SO(3), ‖t‖ = 1}. (4.20)

where [t]× is a 3×3 skew-symmetric matrix.

We will now show that the structural constraint of the Essential matrix
can also be expressed as LMI using our following proposition.

Proposition 4.6.8 (Essential Matrix and Orbitope). A 3×3 matrix E
belongs to the set of normalized Essential matrices, E of (4.20), only if,

2 I4×4 + L(E) � 0. (4.21)
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4.7 Multiple View Geometry Problems

Proof. For any E ∈ E , its singular value decomposition is given by

E = U diag(1, 1, 0) Vᵀ

= U diag(1, 1, |UVᵀ|) Vᵀ︸ ︷︷ ︸+ U diag(0, 0,−|UVᵀ|) Vᵀ︸ ︷︷ ︸
= A + B

Then A = U diag(1, 1, 1) Vᵀ = U Vᵀ. If det(A) = 1, then A ∈ SO(3) and
B = U diag(0, 0,−|UVᵀ|) Vᵀ. If det(A) = −1, it is possible to choose
another descomposition of E by replaing U with −U. Using (4.13), one
can show that L(B) � −I4×4. Furthermore, from (4.14), L(A) � −I4×4.
Therefore, L(E) = L(A) + L(B) � −2 I4×4, which leads to (4.21).

4.7 Multiple View Geometry Problems
In this section, we present three examples of multiple view geometry
problems formulated as in Problem 4.4.1 (Consensus Maximization with
LMIs). Different problems specify different variable terms, in reference
to (4.10), and their LMI constraints are summarized in Table 4.1.

Transformations Constraints βi(x) Bi(x) b(x) LMIs

Similarity S(x) ∈ SSO(3) 1 S(x) t(x) Ks � 0

Absolute Pose R(x) ∈ SO(3) r3(x)ᵀui + t3(x) R(x) t(x) Ka � 0

Relative Pose E(x) ∈ E
[

(ni)1e2(x) − (ni)2e1(x)
]ᵀ

ui [ni]×E(x) 0 Kr � 0

Table 4.1: Summary of the residual terms and constraints for three different example
problems. βi(x), Bi(x), and b(x), are the variable terms of (4.10) compared to (4.22),
(4.24), and (4.26). The LMI constraints are given in (4.23), (4.25), and (4.27).

4.7.1 Similarity Transformation
We consider a set of images acquired by a collection of cameras which ob-
serve the same scene. These images are then fed into a SfM pipeline [Har04,
Sch16a] to obtain a 3D Reconstruction. Let {ui, vi} ∈ IR3, i = 1, . . . , n,
with n ≥ 4, be the Cartesian coordinate vector pairs of the SfM-induced
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4 Linear Matrix Inequality Constraints

camera centers Ui and their real world positions Vi (e.g. GPS measure-
ments). Since the SfM reconstruction is metric, SfM-induced cameras
and their world measurements are related by

vi = S(x) ui + t(x), (4.22)

where S(x) is a 3×3 scaled-rotation matrix, t(x) a 3×1 translation vector,
and x ∈ IR12. Notice that (4.22) is analogous to (4.10), hence its residual
error can be written as in (4.11). On the other hand, a direct application
of Proposition 4.6.5 provides a convex relaxation, as a LMI, to the scaled-
rotation matrix constraint, i.e. S(x) ∈ SSO(3).

Corollary 4.7.1. S(x) = αA such that A ∈ conv(SO(3)) is possible if
and only if the following LMI is feasible for some x ∈ IR12 and α > 0 :

Ks =
{
α I4×4 + L(S(x))

}
� 0. (4.23)

Important note: once the consensus maximization prodecure has fin-
ished, the inlier set can be used in a refinement process to obtain the
correct Rotation, Translation and Scale that best adjust to the inliers.

4.7.2 Absolute Pose
We consider measurement vector pairs {ui, vi} ∈ IR3, i = 1, . . . , n, with
n ≥ 5, where ui is the Cartesian representation of the scene point Ui in the
world frame and vi is the homogeneous representation of the image point
Vi in the camera frame of a calibrated camera. If [R t] is the camera pose
w.r.t. the world frame, then the scene and image points are related by,(

r3(x)ᵀui + t3(x)
)

vi = R(x) ui + t(x), (4.24)

where x ∈ IR12, ri are the row vectors of R(x), and ti are ith elements of t(x).
Notice again that (4.24) is analogous to (4.10), hence its residual error
can be written as in (4.11). On the other hand, a convex relaxation of the
constraint R(x) ∈ SO(3) can be expressed as a LMI, using Theorem 4.6.2.
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4.8 Experiments and Results

Corollary 4.7.2. R(x) ∈ conv(SO(3)) is possible if and only if the fol-
lowing LMI is feasible for some x ∈ IR12 :

Ka =
{

I4×4 + L(R(x))
}
� 0. (4.25)

4.7.3 Relative Pose
We consider the homogeneous vector pairs {ui, vi} ∈ IR3, i = 1, . . . , n,
with n ≥ 8, which are the measurements of the image points {Ui, Vi}
of two calibrated cameras. For an essential matrix E, the relationship
between two image points can be expressed as,([

(ni)1e2(x)− (ni)2e1(x)
]ᵀui

)
vi = [ni]×E(x) ui, (4.26)

where x ∈ IR9, [ni]× is a 3×3 skew symmetric matrix for any ni ∈ Null(vᵀi ),
and ei(x) are the row vectors of E. Notice again that (4.26) is analogous
to (4.10), hence its residual error can be written as in (4.11). On the
other hand, a direct application of Proposition 4.6.8 provides a convex
relaxation, as a LMI, to the Essential matrix constraint, i.e. E(x) ∈ E .

Corollary 4.7.3. E(x) ∈ E is possible only if the following LMI is feasible
for some x ∈ IR9 :

Kr =
{

2 I4×4 + L(E(x))
}
� 0. (4.27)

4.8 Experiments and Results
We performed experiments for the three problems described in Section
4.7, both on synthetic and real data. Our approach was implemented in
MATLAB2016a using the Yalmip1 toolbox and Mosek2 as SDP solver.
All experiments were carried out on an Intel Core i7 CPU 2.60GHz with
12GB RAM. Although there is still room for improvement by correctly
1https://yalmip.github.io/
2https://www.mosek.com/
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4 Linear Matrix Inequality Constraints
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Figure 4.1: Similarity Transformation (synthetic data): Runtime of our method with
increasing number of points and outlier ratio.

modeled covariance matrix of individual applications, we used the Eu-
clidean distance, i.e. Σ = I in Section 4.5.1. The error measurement
metrics used for evaluating the quality of the results are: the errors in
rotation R, translation T , scale S, and the RMS 3D error. For each
experiment, we compute the errors ∆r = ||r − rgt||, ∆t = ||t − tgt||, and
∆s = ||s− sgt||. The errors reported as ∆R, ∆T , and ∆S are the RMS
values of N experiments. Here, r is a vector obtained by stacking three
rotation angles in degrees, and rgt, tgt and sgt are the ground truth values.

4.8.1 Similarity Transformation
In this section, we show the general properties of the proposed method
before and after adding the LMI constraints. For all our experiments,
we restrict the reconstruction scale within [0.2, 5.0], recall α in Proposi-
tion 4.6.5.

Synthetic data. We synthetically generated Similarity Transformations,
which were applied to N points (uniformly generated) in order to obtain
Ground Truth correspondences. We then introduced outliers by adding
a high amount of noise to a particular subset of these correspondences,
until the desired outlier ratio was obtained. Figure 4.1 shows the runtime
of our method with the constraints.
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4.8 Experiments and Results
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Figure 4.2: Similarity Transformation (synthetic data): RANSAC vs. Ours. Plots (a)
and (b) show the behavior of different runs for both methods, while increasing the outlier
ratio. Plot (c) shows multiple instances of RANSAC results against our method. RANSAC
results in different number of inliers, while our method provides always the same exact
solution.
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4 Linear Matrix Inequality Constraints

In Figure 4.2, we have compared our method against RANSAC. We
fixed the number of points to N = 100 for all cases, and ran different in-
stances while increasing the outlier ratio. For Figure 4.2c the outlier ratio
was set to 75% and the experiments were conducted for 100 times. Notice
that the average performance of RANSAC (in this figure) corresponds
approximately to its performance for 75% in Figure 4.2b.

In Table 4.2, a time comparison between MI-SDP (without the LMI
constraints from equation (4.8)) and Ours (with constraints) has been
presented for a small number of points. In the presence of high amount
of outliers, the speedups are very significant.
Real data. Images from the Yahoo Flickr Creative Commons dataset
[Tho16, Hei15] were used to obtain 3D Reconstructions with COLMAP
SfM pipeline [Sch16a, Sch16b]. The SfM Reconstructions acquired cor-
respond to: Colosseum (2060 images), Notre Dame (3743 images),
Pantheon (1385 images) and Trevi Fountain (2909 images). Table 4.3
shows the number of valid GPS Tag found (approx. 10 %) for each dataset.

Outliers N=30 N=40 N=50

W/ W/O W/ W/O W/ W/O

15 % 0.26 0.61 0.44 2 0.64 7
30 % 0.62 9 1.17 47 2.05 315
45 % 1.24 48 2.68 467 4.38 -
60 % 2.30 498 4.63 - 7.84 -
75 % 3.42 - 7.04 - 11.81 -

W/: with constraints (Ours). W/O: without constraints. (-): greater than 3600 sec.

Table 4.2: Similarity Transformation (synthetic data): Time comparison between the
solutions obtained with and without the LMI constraint (4.23). Even for small N (number
of points), MI-SDP (4.8) method without LMI constraints takes a very long time.

Scene ∆ θ
(Yaw)

∆ θ
(Pitch)

∆ θ
(Roll)

∆T Height Scale |ζ∗| /N Time
[sec]

Colosseum < 1o < 1o < 1o < 1m < 1m < 1% 117/147 88.26 s
Notre Dame < 3o < 2o < 1o < 2m < 1m < 1% 103/144 43.17 s
Pantheon < 3o < 5o < 2o < 3m < 2m < 7% 14/ 47 16.12 s
Trevi Fontain < 2o < 1o < 3o < 1m < 1m < 3% 104/140 65.68 s
∆ θ [degree]: rotation error (Yaw, Pitch and Roll). ∆T [meters]: translation error.
ζ∗: maximum consensus set. N: number of available GPS tags.

Table 4.3: Quantitative results. Visually evaluated quality of registration.
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Figure 4.3: Side/Top views of the registered 3D Reconstructions using GPS information.
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4 Linear Matrix Inequality Constraints
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Figure 4.4: Comparison between RANSAC (purple) vs. Ours. The bottom plot shows the
GPS elevation measurements, varying from 20 to 90 meters, where 42 (straight line) is the
true elevation of Colosseum.

Additionally, Table 4.3 also provides additional quantitative results.
Due to the lack of Ground Truth registration parameters, the reported
quantitative results were visually evaluated. As expected, the quality
of the results improves with increasing numbers of inliers. This can be
observed with a large number of inliers in Colosseum, in contrast to the
Pantheon dataset (where the number of inliers is only 14).

For the qualitative evaluation, all 3D Point Clouds were registered to
Open Street Maps3 and are shown in Figure 4.3.

Figure 4.4 provides a comparison between RANSAC and our method
for the Colosseum dataset. In the same figure, the GPS elevation measure-
ments plot is also provided. It can be observed that the GPS data exhibit
huge deviations along the vertical axis, affecting RANSAC in particular.
Conducting more experiments, the RANSAC results were often of very
poor quality (sometimes even completely below the ground plane), while
our method consistently provided the exact same solution.

3http://openstreetmap.org
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4.8 Experiments and Results

4.8.2 Absolute Pose
For this experiment, we used a SfM Reconstruction from an unordered
set of 30 images. The ground truth absolute pose [R t] for 6 query images
was also provided in the dataset. We follow an established [Irs09] image-
to-SfM localization pipeline to find the absolute pose of the query images:
we compute SIFT [Low04b] features in all query images, and match de-
scriptors against the database of SIFT features from all 30 images used in
the reconstruction. Since descriptors used in the SfM Reconstruction are
associated with 3D points, we obtain a list of potential 3D-2D correspon-
dences {ui, v′i}. The 2D image points v′i are transformed into normalized
(homogeneous) image coordinates: vi = K−1 [v′i 1]T , where K denotes
internal camera calibration matrix. The list of correspondences {ui, vi}
for each query image contains on average an outlier percentage of 44.25 %.
We aim at recovering the absolute pose [R t] of the query images, given
the list of potential matches, as described in Section 4.7.2.

Figure 4.5 shows a comparison with others methods, namely: ASPnP
[Zhe13], DLT+LM4 [Har04], EPnP [Lep09], REPPnP [Fer14]. The low
rotational and transitional errors reported are a direct consequence of the
inliers-set consensus maximization.

Table 4.4 complements this information with the execution time and
the numbers of inliers. Here, we provide two sets of results, one with
only the LMI constraint (4.25) and the other with an extra restriction
on rotation angle (of |θ| ≤ 60◦). This table confirms once again our
key contribution: with more restrictions imposed using LMIs, the BnB
explores less space – reducing significantly the time in our experiments –
while finding the same solution. Note that the rotation angle restriction
used in these experiments may not always be true for Absolute Pose
problem. Nevertheless, with only some vague prior knowledge (such as
IMU measurements) this restriction can be confirmed.

4Direct Linear Transform (DLT) followed by Levenberg-Marquardt (LM) minimization
of the reprojection error.
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4 Linear Matrix Inequality Constraints

Figure 4.5: Absolute Pose (real data): comparison with other methods. Rotation Error,
Translation Error and Number of True Inliers are shown for Six Experiments.
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4.8 Experiments and Results

Error Inliers Time [sec]

∆R ∆T |ζ∗| /N Ours Ours∗

Exp01 0.03 0.27 26 / 42 13.86 2.96
Exp02 0.12 0.28 24 / 45 25.71 2.78
Exp03 0.12 0.11 27 / 46 50.27 13.80
Exp04 0.13 0.41 25 / 46 61.18 20.44
Exp05 0.04 0.24 27 / 47 174.81 10.40
Exp06 0.18 0.31 23 / 44 120.24 58.06
∆R [degree]: rotation error. ∆T [%]: translation error. ζ∗: maximum consensus.

Ours∗: imposing the additional constraint (4.16): R + RT � I.

Table 4.4: Absolute Pose (real data): Error, Inliers Set and Time for our method. By
adding an additional constraint, we obtained 2x speedup in Exp06 (worst case) and 16x
in Exp05 (best case).

Scene Image Method |ζ| /N ∆R
[degree]

∆T
[%]

Time
[sec]

Fountain RANSAC 20 / 39 0.29 4.81 0.61
Ours 25 / 39 0.15 1.76 3.35

Herz-Jesu RANSAC 35 / 70 2.12 3.20 0.63
Ours 49 / 70 0.12 2.87 23.84

|ζ|: number of inliers. ∆R [degree]: rotation error. ∆T [%]: translation error.

Table 4.5: Relative Pose (real data): RANSAC vs. Our method with LMI constraints.

4.8.3 Relative Pose
We conducted experiments with two different datasets – Fountain and
Herz-Jesu – form [Str08]. The details of the datasets and the obtained
results are shown in Table 4.5. The reported results obtained by our
method in presence of the LMI constraint (4.27) is compared against
RANSAC conducted on 5-point algorithm [Nis04]. One can observe that
the global search method with LMI constraints finds a larger set of inliers
than that of RANSAC, for both datasets. The quality of relative pose
estimation improves with increasing inliers in both cases.
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5 Semantic Region Correspondences

Day / Night Outdoor / Indoor Scan / CAD
Registration Registration Registration

Figure 5.1: Registration Problems. Examples of challenging registration problems
solved by maximizing the number of corresponding semantic regions – such as windows,
doors or balconies – for datasets from different modalities, with large amounts of noise and
outliers, little data overlap, or significantly different data statistics.

5.1 Overview
In this chapter, our goal is to leverage semantic information – with the
nowadays wide availability of reliable semantic classification algorithms –
to resolve ambiguities and improve the efficiency of correspondence search.
Correspondence search is a fundamental subproblem of many computer vi-
sion tasks including pixel matching in 3D reconstruction as well as feature
matching in shape matching, localization, retrieval or registration tasks.

We target challenging correspondence problems with small data overlap,
large amounts of noise and outliers, or the registration of datasets with
significantly different data statistics. Figure 5.1 shows examples of such
difficult registration problems. For instance, the registration of two 3D
models captured at day and night light conditions is extremely challenging
with only classical local features such as structure-from-motion (SfM)
feature points [Zho16, All17]. Another example is the registration of
two 3D models of the same building, captured outdoors and indoors.
Finally, the registration of a building scan with a corresponding computer-
aided design (CAD) model in which the data statistics of the two input
meshes differ substantially. Nevertheless, higher semantic features such
as windows, doors or balconies are nowadays easy to detect and more
descriptive and robust than classical SfM features.

Therefore, we aim to unify such correspondence problems and consider
the geometric registration of multiple compact regions with semantic la-
bels that can be linked via an affine or projective transformation. We
seek to estimate a transformation which maximizes the number of match-
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5.2 Related Work

ing regions with the same semantic label. To account for a considerable
amount of data variations, we approximate the semantically labeled re-
gions with ellipsoids whose properties are also beneficial for an effective
global optimization strategy. We derive necessary conditions for ellipsoid-
to-ellipsoid inclusion test that can be embedded as constraints into our
consensus maximization framework.

5.2 Related Work
Our work builds upon a large body of previous theoretical results for effec-
tive consensus maximization. Moreover, for the applications we consider,
there are a handful of related works using specialized registration methods
which are usually tailored for a particular problem case only.
Consensus Maximization. Distinguishing between model inliers and
outliers and the maximization of the number of inliers has been a central
computer vision problem from early on. Due to their effectiveness and
low runtime, stochastic or local methods like RANSAC [Fis81] and its
variants [Cho09,Rag13] gained great popularity. Although being effective
for many tasks these methods have no optimality guarantees and are slow
or break down entirely for large amounts of outliers that we consider in
this work.

We therefore build on global methods for consensus maximization.
The vast majority of global methods prunes the search paths during ex-
haustive search using the Branch-and-Bound (BnB) strategy, e.g. [Li09,
Zhe11, Har09, Baz12, Baz14, Cam17, Spe17]. To speed up the BnB opti-
mization, several methods combine it with Mixed Integer Programming
(MIP) [Li09, Con14, Wol98, Chi16]. As an alternative search strategy,
Chin et al. [Chi15] use A∗-search to traverse the solution space.
Specialized Registration Methods. Many works consider affine trans-
formation problems or more specialized transformations during consensus
maximization. For instance, rotations [Har09, Baz12], rotation + focal
length [Baz14], translation [Fre15], rotation + translation [Cam17], ro-
tation + translation + scale [Pau15] or essential matrices [Yan14]. The
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5 Semantic Region Correspondences

method developed in the previous chapter, presented in [Spe17], pro-
vides a more general framework handling most of these transformation
types as long as they can be expressed by linear matrix inequality con-
straints. Closely related to our work, Paudel et al. [Pau17] consider
polygon to ellipsoid inclusions with different semantics in order to solve
for 2D homographies or 3D projective transformations. In contrast to
our approach they need some known semantic correspondences and do
not use consensus maximization. Apart from some works which estimate
correspondences among semantically similar objects or regions in different
images [Bri15,Han17,Tos07,Gla11], there are few works which consider
semantic information for registration problems.

Application-wise, there are a few methods which also targeted difficult
registration problems, like outdoor/indoor registration of building
scans [Coh16]. The problem of day/night registration has been con-
sidered for aligning structure-from-motion models [Rad16], image-based
localization [Zho16], image matching [Hau12, Ban13, Zhu17] and video
registration [All17].

In sum, there are mostly specially tailored solutions for solving par-
ticular registration problems and few of them are able to incorporate
semantic information. Currently, there exists no generic method which
tackles a larger class of such registration problems. Therefore, we aim to
introduce a single generic approach which leverages semantic information
and which handles a wide-range of applications.

5.3 Notation and Background
In the following, we adopt the same notation as the previous chapter. We
denote matrices with upper case letters and their elements by double-
indexed lower case letters: A = (aij). The row-wise representation of
m× n matrices are denoted by A = [a1, . . . , ai, . . . , am]ᵀ, where ai are n-
dimensional vectors. We express positive semi-definiteness (resp. positive-
definiteness) of a symmetric matrix by A � 0 (resp. A � 0). We further
define a n-dimensional vector e = (0, ... , 0, 1) ᵀ and the upper-left (m −
1)× (n− 1) block of A by Â.
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5.3 Notation and Background

A key ingredient of our work is the so-called S-Procedure, which defines
conditions under which a particular quadratic inequality is a consequence
of another quadratic inequality.

Lemma 5.3.1 (S-Procedure [Uhl79]). Let A0 and A1 be symmetric ma-
trices. xᵀA0x ≤ 0 holds for all x which satisfy xᵀA1x ≤ 0, if there exists
λ ≥ 0 such that λA1 � A0.

An important tool for converting some nonlinear matrix inequalities
into linear inequalities is called Schur complement.

Lemma 5.3.2 (Schur Complement [Hay68]). A symmetric block-partitioned

matrix D =
[

A B
Bᵀ C

]
� 0, if and only if both A � 0 and C−BᵀA−1B � 0.

5.3.1 Region Inside an Ellipsoid
We represent source and target semantic regions with the help of ellipsoids.
Given two ellipsoids, one from the under-approximation of the source
region and other from the over-approximation of the target region, we
are interest to know whether the source ellipsoid can be transformed such
that it fits inside the target ellipsoid.

Definition 5.3.3 (Ellipsoid). An ellipsoid E in a (d − 1)-dimensional
space can be represented by a d× d matrix Q � 0 whose (d− 1)× (d− 1)
upper-left block Q̂ satisfies Q̂ � 0. Using homogeneous coordinate vectors,
in which points in (d− 1)-space are represented by x ∈ IRd, E is defined
by E = {x : xᵀ(Q− eeᵀ)x ≤ 0}.

The outer and inner ellipsoids are estimated in the form of extremal
volume ellipsoids: the minimum volume ellipsoid that covers a given
set of points or the maximum volume ellipsoid that lies inside a convex
polyhedron. An illustration of the approximated ellipsoids are shown in
Figure 5.2.

Definition 5.3.4 (Outer Ellpsoid [Boy04]). The minimum volume ellip-
soid – so called Löwner-John ellipsoid – of a compact and non-empty set
S ⊆ IRd is the outer ellipsoid E that covers S.
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5 Semantic Region Correspondences

Point Convex Inner Outer
Cloud Hull Ellipsoid (E) Ellipsoid (E)

Figure 5.2: Definitions of Inner and Outer Ellipsoids. The left two images show a
point cloud and its convex hull. The inner ellipsoid is the largest ellipsoid that fits into
the convex hull. The outer ellipsoid is the smallest ellipsoid which encloses the point cloud
(see Def. 5.3.4 and 5.3.5).

For a convex set S, the volume of an ellipsoid E being proportional to√
det(Q̂−1) [Boy94, p.48], the minimum volume ellipsoid can be obtained

by solving the following concave maximization problem:

max
Q

log det Q̂

s.t. xᵀ (Q− eeᵀ) x ≤ 0, ∀x ∈ S, Q̂ � 0, Q � 0.
(5.1)

Definition 5.3.5 (Inner Ellipsoid [Boy04]). The maximum volume el-
lipsoid for a non-empty polyhedron S = {x : aᵀi x ≤ 0, i = 1, . . . n} is the
inner ellipsoid E enclosed within S.

As in (5.1), the optimal solution for the maximum volume ellipsoid can
be obtained using interior point methods [Boy04], by solving the following
concave minimization problem:

min
Q

log det Q̂

s.t. aᵀi (Q− eeᵀ) ai ≤ 0, ∀ i, Q̂ � 0, Q � 0.
(5.2)

5.3.2 Ellipsoid under Projective Transformation
Consider a linearly parameterized projective transformation matrix H ∈
IRd×d. This transformation relates source and target data points, with ho-
mogeneous coordinate vectors y and x respectively, by y ' Hx. Typically,
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5.4 Consensus Maximization for Semantic Region

the problem of source to target data registration is to estimate unknown
H from known correspondences between points. In our work, such corre-
spondences are unknown. Instead, we consider the correspondences are
given in the form of semantic regions, which are approximated with the
help of ellipsoids. Now, we are interested to establish the relationship
between ellipsoids under the transformation H.

When an ellipsoid E = {x : xᵀ(Q− eeᵀ)x ≤ 0} undergoes a projective
transformation y ' Hx, the transformed ellipsoid can be expressed as,

E(H) = {y : yᵀH−T(Q− eeᵀ)H−1y ≤ 0}, (5.3)

such that (Hx)ᵀH−T(Q− eeᵀ)H−1(Hx) ≤ 0 is satisfied.

5.4 Consensus Maximization for
Semantic Region Correspondence

Given the putative correspondences between two sets of semantic regions,
one from the source and the other from target data, we aim to maximize
their consensus such that their exists a geometric transformation matrix
H. Recall that we represent the source and target regions by inner and
outer ellipsoids, respectively. Let an unknown projective transformation
matrix H that relates a known pair of such ellipsoids P = {E , E}. We refer
P as a putative assignment, if it is not guaranteed to be true, rather it is
a candidate that needs to be probed for its validity. Then, the problem
of consensus maximization for semantic region correspondences can be
stated as follows:

Problem 5.4.1. Given a known set S = {Pi}ni=1,

max
H,ζ⊆S

|ζ|,

s.t. E i ⊆ E i(H), ∀Pi ∈ ζ.
(5.4)

This problem, however, is difficult to solve due to its combinatorial
nature. Our following feasibility conditions for ellipsoid-to-ellipsoid cor-
respondences are important tools for solving this problem in an efficient
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5 Semantic Region Correspondences

manner. Also notice that without any restriction on H the problem is
ill-defined, since ellipsoids could grow unlimitedly making every correspon-
dence to be inlier. In our implementation, we use lower and upper bounds
for scale reconstructions to avoid this issue (see Section 5.5.1 for details).

5.4.1 Ellipsoid-to-Ellipsoid Assignment Conditions
Proposition 5.4.2. Let P = {E , E} be a pair of corresponding ellipsoids,
defined as E = {y : yᵀ(Q− eeᵀ)y ≤ 0} and E = {x : xᵀ(Q− eeᵀ)x ≤ 0}.
The ellipsoids are related by a projective transformation y ' Hx by E ⊆
E(H) if and only if, there exists a scalar λ ≥ 0 such that,

λ(Q− eeᵀ) � HT(Q− eeᵀ)H. (5.5)

Proof. E ⊆ E(H)⇒ yᵀ(Q− eeᵀ)y ≤ 0 for every y : yᵀH−T(Q− eeᵀ)H−1y ≤
0. Now, from Lemma 5.3.1, E ⊆ E(H) iff ∃λ ≥ 0 : λH−T(Q− eeᵀ)H−1 �
Q− eeᵀ. This condition turns to (5.5) under the similarity transforma-
tion1 with a full rank matrix H.

In general, the feasibility test of (5.5) for known P and unknown H is
a non-convex problem. However, it is still possible to derive its convex
relaxations for some specific problems. Please, refer to the supplementary
materials for few such relaxation examples.

In this chapter, we focus on the cases when the matrix H represents
affine transformations. Note that for affine matrices, the last row of
H takes the form hd = e. More importantly, the assignment condition
of (5.5), under affine transformations, can be expressed as a Linear Ma-
trix Inequality (LMI)2. The feasibility of such LMIs can be tested using
Semi-Definite Programming (SDP). Our following proposition offers the
ellipsoid-to-ellipsoid assignment conditions in the form of LMIs.

1In linear algebra, P −1 A P is a similarity transformation of matrix A.
2Linear Matrix Inequality is a constraint on y such that A(y) � 0, where A(y) =
A0 +

∑n

i
yiAi for Ai � 0 ∀ i, and y = [y1, . . . , yn]ᵀ ∈ IRn.
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5.4 Consensus Maximization for Semantic Region

Proposition 5.4.3. For the Cholesky decomposition of positive semi-
definite matrix Q = LᵀL (inner ellipsoid) and an affine matrix H, the
following statements are equivalent:

(i) ∃λ : λ(Q− eeᵀ) � HT(Q− eeᵀ)H.

(ii) ∃λ :
[

Id×d LH
(LH)ᵀ λ(Q− eeᵀ) + eeᵀ

]
� 0.

(5.6)

Proof. One can obtain the equivalence directly by applying Lemma 5.3.2
on statement (ii) for hd = e.

5.4.2 Mixed-Integer Programming
Using the proposed LMI conditions for ellipsoid-to-ellipsoid assignments,
the Problem 5.4.1 for semantic consensus maximization can be expressed
as a Mixed Integer Semi-Definite Program (MI-SDP) [Con14,Wol98], as
in previous chapter. In this regard, we represent inlier/outlier assign-
ments as binary variables for each putative correspondences, whereas the
assignment conditions are expressed as LMI constraints. The MI-SDP
then jointly searches for the binary variables as well as the transforma-
tion matrix such that the maximum number of assignment conditions are
satisfied. We present this idea more precisely in our following preliminary
result.

Result 5.4.4. The Problem 5.4.1 can be solved optimally for the affine
matrix H, binary variables zi, scalar λ, and a sufficiently large positive
semi-definite matrix M, by solving the following MI-SDP,

min
H,zi,λ

n∑
i=1

zi,

s.t.
[

Id×d LiH
(LiH)ᵀ λ(Qi−eeᵀ) + eeᵀ

]
� −zi M,

λ ≥ 0, zi ∈ {0, 1} ∀i.

(5.7)

Note that a common λ is sufficient for all the assignments. This is because,
if Eq. (5.5) is true for any assignment with some λi, it must also be true for
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5 Semantic Region Correspondences

any λ ≥ λi. Here, we seek a single λ such that λ ≥ λi,∀i. Although (5.7)
is still a large combinatorial problem, the optimal search of its variables
can be performed efficiently using a Branch-and-Bound (BnB) paradigm
specifically designed for MI-SDP.

One can observe from Eq. (5.7) that the putative assignment Pi is an
inlier if zi = 0, and an outlier otherwise. It is important to notice the
problem of (5.7) is always feasible when zi = 1,∀i, irrespective to the
legitimacy of the assignments. Similarly, all the assignment conditions
must be satisfied if (5.7) is feasible with zi = 0,∀i. Therefore, we maximize
the inlier set by minimizing the sum of zi for all the assignments. In this
case, the sufficiently large positive semi-definite matrix M helps us to
ignore the constraints that arise form outlier measurements. In fact, it is
a common practice in optimization to ignore invalid constraints by using
a constant such as M. See [Chi07, Ch. 7] for guidelines on selecting this
constant.

5.4.3 Multiple Regions with Same Semantics
In practice, both source and target data consist of multiple regions with
same semantics. In such cases, it is difficult to establish one-to-one
putative correspondences between region, using only the knowledge about
semantic labels. Therefore, we assign every region from the source data to
all the target regions with the same semantics. However, we are interested
to only solutions which also respect the one-to-one assignment criteria.

Let lj , j = 1, . . . , s be the semantic labels in the source data and L(E)
be the label of the ellipsoid E . For every label lj , we define a set of
ellipsoids in the source data by Sj = {E : L(E) = lj} and in the target
data by Tj = {E : L(E) = lj}. Then, the assignments for label lj is given
by a set Aj = Sj × Tj , where × refers to the Cartesian product. The set
of all putative assignments is given by P =

⋃s
j=1Aj , where every pair

Pi ∈ P is a candidate assignment.
We now state the main result of this chapter:

Result 5.4.5. Assume we are given semantic labels lj , j = 1, . . . , s and
a set of putative assignments P, whose inlier assignments must respect
an affine transformation H ∈ R4×4, with h4 = e. For a binary decision
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5.5 Applications

variable zi corresponding to every pair Pi ∈ P, an unknown scalar λ, and
a sufficiently large known positive semi-definite matrix M, the consensus
among all the pairs Pi can be obtained by solving the following MI-SDP,

min
H,zi,λ

∑
Pi∈P

zi,

s.t.
[

I4×4 LiH
(LiH)ᵀ λ(Qi−eeᵀ) + eeᵀ

]
� −zi M,

λ ≥ 0, zi ∈ {0, 1} ∀i,∑
Pi∈Aj(E)

(1− zi) ≤ 1, ∀E ∈ Sj ,∀j,

∑
Pi∈Aj(E)

(1− zi) ≤ 1, ∀E ∈ Tj ,∀j,

(5.8)

where, A(E) are all the assignments involving ellipsoid E.

Note that the task of enforcing one-to-one assignment in (5.8) is ad-
dressed by following these two simple rules: (i) every ellipsoid from source
data must have no more than one valid assignment; (ii) every ellipsoid
from target data must have no more than one valid assignment. Recall,
if the binary variable zi = 0, the assignment Pi is an inlier. Otherwise,
Pi is an outlier. In practice, enforcing one-to-one assignment criteria not
only generates geometrically meaningful results, but also speeds up the
MI-SDP significantly.

5.5 Applications

In this section, we specialize our Result 5.4.5 to the problems of similarity
transformation and pure rotation estimation with additional problem-
specific constraints.
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5 Semantic Region Correspondences

5.5.1 SfM Reconstruction to Euclidean Scene
Let us consider that the inner and outer ellipsoids, E i and E i, are ex-
tracted form the Structure-from-Motion (SfM) reconstruction and its
Euclidean counterpart, respectively. Given assignments Pi based on their
semantic labels, we wish to estimate the transformation matrix H that
maximizes the assignment’ consensus. In this particular case, H ∈ R4×4

is a similarity matrix, therefore offers an additional constraint that can
be expressed as an LMI constraints from the previous chapter. Note that
similarity transformation is represented by a scaled-rotation matrix and
a translation vector. The Definition 4.6.4 deals with the structure of a
scaled-rotation matrix. Recall that the upper-left block Ĥ of H, must
satisfy this Definition 4.6.4.

Now, the Proposition 4.6.5 provides us a convex relaxation for Ĥ as an
LMI. For a sufficiently large α the Eq. 4.18 is always satisfied. However,
α is not an arbitrary scalar value, but the scale of the reconstruction.
Given a rough knowledge about the scale of the reconstruction, α can
be bounded. In practice, such bounds can be computed only form some
vague prior knowledge, such as IMU/GPS measurements, or even from
the extracted semantics. Once α is bounded, (4.18) turns out to be very
useful during MI-SDP.
Important note: we solve the problem of similarity transformation esti-
mation using our Result 5.4.5 with additional constraint α I4×4+L(Q) � 0
and α ≤ α ≤ α. Where, α and α are known lower and upper bounds of
the reconstruction scale, respectively.

5.5.2 Purely Rotating Cameras
The problem of pure rotation estimation appears while dealing with cases
such as pan-tilt-zoom (PTZ) cameras [Mur94] or image stitching [Sze06]
for panoramas. In this context, we assume that the cameras are calibrated
and their measurements are given in the camera coordinate frame. Let
S = {ûi}ni=1 and T = {v̂j}mj=1 be unit normalized points sets of source and
target images with same semantics. Then, we extract the inner and outer
ellipsoids, E and E , using (5.3.4) and (5.3.5), repetitively for S and T .
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5.6 Results

For Ĥ ∈ SO(3), these two ellipsoids must satisfy,

∃λ : λ(Q− eeᵀ) �
[

Ĥ 0
0 1

]T

(Q− eeᵀ)
[

Ĥ 0
0 1

]
. (5.9)

Remark 5.5.1. LMI constraint for Ĥ ∈ SO(3), involving only rotation
with no scale, can be expressed similarly as int (4.18) by eliminating the
scalar/scale variable α.

We solve the problem of rotation estimation of purely rotating cam-
eras using our Result 5.4.5 for (5.9), with the additional LMI constraint
I4×4 + L(Ĥ) � 0.

5.6 Results
We present experiments for the problems described in Sec. 5.5, both
on synthetic and real data. As in previous chapter, our approach was
implemented in MATLAB2017a using the Yalmip3 toolbox and Mosek4

as SDP solver. All experiments were carried out on an Intel Core i7 CPU
2.60GHz with 12GB RAM.

5.6.1 Synthetic Data
We show the general properties of our method for the two cases of Simi-
larity Transform and Purely Rotating Camera problems. We proceed by
synthetically generating points enclosed within an ellipsoid, as it can be
seen in Figure 5.2, representing each semantic region. These ellipsoids
are called source ellipsoids.

By applying an experiment-specific random transformation to the source
ellipsoids, we obtain N target ellipsoids, representing the ground-truth
ellipsoid pair correspondences. To assess robustness, we generate test
correspondences by adding different levels of noise to the point sets. In
3https://yalmip.github.io/
4https://www.mosek.com/
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5 Semantic Region Correspondences
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Figure 5.3: Runtime (synthetic data): increasing number of ellipsoids and outlier ratio.

addition, we simulate outliers by adding a high amount of noise to a
subset of these correspondences.

Similarity Transform

We begin by performing a series of experiments for the Similarity Trans-
form problem. For all our experiments, we restrict α ∈ [0.2, 5.0], recall α
in Proposition 4.6.5. In Figure 5.3, we show runtimes for varying numbers
of ellipsoidal correspondences and outlier ratios.

As in the previous chapter, the metrics used for evaluating the quality
of the results are: 3D root mean square error (RMSE), errors in rotation
R, translation T , and scale S. For each experiment, we compute the
errors ∆r = ||r − rgt||, ∆t = ||t − tgt||, and ∆s = ||s − sgt||. Here, r is a
vector obtained by stacking three rotation angles in degrees, and rgt, tgt
and sgt are the ground truth values. The errors reported in Figure 5.4
as ∆R, ∆T , and ∆S are the average values of 1000 experiments for the
cases of 10, 20 and 30 ellipsoids.

Additionally, Figure 5.5 illustrates the behavior of the Branch-and-
Bound during the exploration of the search space.

Local Refinement. Figure 5.6 shows a comparison between a local
method like ICP [Bes92] that establish point correspondences, and our
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5.6 Results
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Figure 5.4: Errors Plots (synthetic data): 3D RMSE, Rotation (∆R), Translation (∆T ),
and Scale (∆S) errors for different numbers of ellipsoids tested with increasing noise level.
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Figure 5.5: Branch-and-Bound (synthetic data). Plots with N = 100 ellipsoids. On
the left, the bounds convergence are shown for an outlier ratio of 75 %, with and without
the additional LMI constraint (eq. (4.18)). The runtime until convergence was 186 s and
890 s, respectively. Note the LMI constraints help to considerably reduce the number of
iterations by pruning the search space. On the right, the plot shows how BnB scales with
memory usage for outlier ratios of 25 %, 50 % and 75 %.

Figure 5.6: Local vs. Global (synthetic data): plot for N = 20 ellipsoids, each ellipsoid
comprises 5 points for a total of 100 given points. The noise level was 2 %. We have
generated different initializations by adding a perturbation in rotation (left) or translation
(right) to the ground-truth alignment. Since our method is global, it is not affected by these
different configurations. Local methods can be useful for further refinement of our results.
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5 Semantic Region Correspondences

global method with ellipsoidal correspondences. The combination of both
methods yields the lowest RMSE, because our method is only globally
optimal with respect to ellipsoid correspondences. The ellipsoids-based
representation allows for uncertainty during fitting and also leads to less
accurate registration results. In particular, the size ratio between the
source and target ellipsoids essentially defines the noise level that our
method will tolerate during the correspondence search (comparable to
the inlier threshold for RANSAC). Therefore, a subsequent local refine-
ment may further improve our estimation. Hence, our solution can be
used to initialize local methods like ICP.

Moreover, we are targeting challenging registration tasks (Section 5.6.2)
which cannot be handled by any variant of ICP (or other local methods)
either due to the difference in data modalities, e.g. CAD model vs. scan,
or due to the lack of a good initialization. Therefore, a global method
that can make use of semantic labels is highly demanded for such tasks.

Purely Rotating Cameras

In Figure 5.7, a comparison to other global methods is provided: Chin et
al. [Chi15], Bazin et al. [Baz12], Speciale et al. [Spe17].

The available open-source code of these methods was used without
modifications. We conducted the experiments for the Purely Rotating
Camera problem, which is the overlapping problem to all these methods,
and whose runtime (for the exact same setup) is reported. The runtime
comparison to [Chi15] on homography estimation for purely rotating
calibrated cameras is depicted in Figure 5.7 as A∗-Search. For this
method, it is also possible to use a linearized homography estimation and
is therefore faster. The results of the linearized homography estimation
code from [Chi15] are also shown as A∗-Search2. All methods were
tested with N = 50 points on synthetic data, and 50 ellipsoids in our
case. In addition, we also report the runtime for the case of only 12
ellipsoids (Ours∗), since this is an approximate representation of 50 point
correspondences, under the assumption that only 4 points are sufficient
to model an ellipsoid.
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5.6 Results
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Figure 5.7: Global Methods (synthetic data): runtime comparison for the purely rotat-
ing cameras problem, among Chin et al. [Chi15] (A∗-Search and A∗-Search2), Bazin et
al. [Baz12], Speciale et al. [Spe17], Ours (50 Ellipsoids), Ours∗(12 Ellipsoids, approx. 50/4).
Notice the latter case goes until less than 75 % since, passing this percentage, the number
of points would not be sufficient to model the purely rotating camera.

5.6.2 Real Data
We tested our approach for a number challenging registration tasks:
Day / Night, Outdoor / Indoor and Scan / CAD. Firstly, we explain the
pipeline used to extract 3D ellipsoids for all three cases. Secondly, we
describe the registration tasks in details; and finally, we present the qual-
itative and quantitative results.
Semantic Segmentation. We trained two deep convolutional neural
networks [Che15] with modifications to the final class assignment. The
networks operate in a two-phase approach, where overall categorical se-
mantics are trained in one network (CatNet) and detailed object classes in
a second network (DetNet). This step was necessary due to the imbalance
of training data and to overcome final ambiguities. The final conditional
random field optimization joins the two networks and provides a pixel-wise
labeling [Kra11].

The training data for the CatNet are taken from the Cityscape [Cor16]
and Mapillary [Neu17] datasets, where coarse categories like vegetation,
building, ground, sky, etc. are used. The DetNet combines likewise multi-
ple datasets [Cec07,Rie12,Tyl13,Rie14,Gad14] for details on the buildings
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5 Semantic Region Correspondences

Figure 5.8: Ellipsoids pipeline: from images we obtain a 3D reconstruction model mesh,
and pixel-wise semantically labeled images, which are later fused into the 3D mesh. Then,
the 3D segmentation labels are clustered and filtered to obtain the ellipsoids.

(windows, doors, balconies, etc.) and the previous datasets for less fre-
quent classes like car, pedestrian, traffic light, sidewalk, etc.. All images
are consolidated into a coherent label set, cropped to 321× 321, and un-
dergo standard augmentations for training 50k iterations of the underlying
ResNet-101 with a learning rate of 1e− 4 and a momentum of 0.9.

Likewise, the 2D semantic labeled images are projected onto the 3D
surface mesh where the observations are fused over the triangles. Followed
by a clustering method over the semantically labeled mesh vertices, we
obtained a list of candidate ellipsoids which is further filtered to discard
ellipsoids with too few labeled vertices inside (less than 200 points). In
case all points belong to a plane, e.g. a window, the estimated ellipsoid
will be too thin for the purpose of the feasibility test (5.5). In this case,
we artificially inflate the ellipsoid by adding points in normal direction
from the center. An example of this pipeline for extracting ellipsoids is
shown in Figure 5.8.
Day / Night Registration. We captured images of the same building
during day and night, and then extracted the ellipsoids following the
pipeline described in Figure 5.8. As initial ellipsoid correspondences, one
could create all-to-all correspondences within the same labels, but the
problem becomes considerably big to handle. It is reasonable to assume
some basic knowledge about the particular scene at hand. For instance,
source ellipsoids lying on one plane (or wall) must also share a common
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5.6 Results

Figure 5.9: Qualitative registration results. From top to bottom: 3D models obtained
by SfM; fused 3D semantics; extracted ellipsoids; and the aligned models. Note that we
have two separated meshes for the Day / Night case. After the alignment we projected the
semantic labels from the night mesh onto the day mesh. The Outdoor / Indoor case shows
the merged colored SfMs instead of the semantics. For the Scan / CAD case, we depict a
side-by-side comparison of the alignment models.

plane on the target side. In the same fashion, we also incorporated the
knowledge about different floor levels. Besides the windows, we also
extracted ellipsoids for the doors and balconies, see Figure 5.9. This
greatly improves the search time by reducing the number of combinations.
This is an example, where adding more semantic classes speeds up our
method, as shown by the quantitative results in Table 5.1.

Outdoor / Indoor Registration. We used the data from [Coh16] con-
taining images of a theater from the outside and inside. These models are
not connected and the goal is to align them by only using the information
about the windows. The ellipsoids were obtained in the same manner as
discussed before. Although the registration result shows a small difference
in scale, our method is able to find a visually appealing solution which is
comparable to the results reported in [Coh16].
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5 Semantic Region Correspondences

Scene ∆R ∆T ∆S |ζ∗| /N Iterations Time
[sec]

Ours
(RMSE)

Ours+ICP
(RMSE)

Day / Night < 1o < 1% < 1% 30 / 202 108 117 s 0.19 0.08
Outdoor / Indoor < 1o < 2% < 3% 19 / 147 912 259 s 0.32 –

Scan / CAD < 3o < 2% < 2% 12 / 90 884 201 s 0.47 0.12
∆R [degree]: rotation error. ∆T : translation error. ∆S: scale error.
ζ∗: maximum consensus set. N: number of ellipsoid correspondences.

Table 5.1: Quantitative results. For each registration task, we show the rotation, trans-
lation, and scale error, followed by the number of inliers, total number of assignments,
number of iterations, runtime and RMSE. Whenever possible, we applied ICP for refine-
ment to obtain improved RMSE values (last column). For the Outdoor / Indoor case, ICP
refinement was not possible due to the missing overlap between the models.

Scan / CAD Registration. We used the data from [Sch16c], which
comprises a CAD model of a house, and weekly images captures by drones
during the construction phase. The images used for the 3D reconstruction
were from week number 30, when the building was still unfinished, see
Figure 5.9. This made the dataset highly challenging, besides the fact the
data belongs to totally different modalities, namely: a 3D reconstructed
model and a CAD model. Local methods like ICP fail on this dataset.
As it can be expected, we have experienced difficulties to obtain ellipsoid
candidates for all floors, and therefore we concentrated on the second and
fourth floor, where the windows were mostly visible from the drone. In
order to account for noise and outliers we reduced the size of the inner
ellipsoids. Then, we proceeded similarly as in the previous two tasks. The
quantitative results for all three correspondence problems are reported in
Table 5.1.
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Concluding Remarks

In this thesis, we have studied several methods that apply novel geomet-
ric constraints and allow the tasks of Camera Localization preserving the
user’s privacy, 3D Surface Reconstruction in presence of symmetries, and
Semantic Region Registration with little data overlap. These contributed
methods were presented, evaluated and discussed in Chapters 1–5.

In Chapter 1, we introduced a new research direction called privacy
preserving image-based localization; being the first to address poten-
tial privacy concerns associated with the persistent storage of 3D point
cloud models, as required by a wide range of applications in AR and
robotics. The idea of using confidential 3D line cloud maps conceals
the geometry of the scene and allows to share maps among clients in a
secure way, while maintaining the ability to perform robust image-based
localization based on the standard feature matching paradigm.

In Chapter 2, we addressed the converse problem, i.e. we focused on the
privacy concerns associated with current cloud-based visual localization
services. In our scenario, we protect user privacy from the server
by concealing image information. This is a fundamental step towards
enabling image-based localization services to be deployed in a wide range
of scenarios. Privacy preserving methods are absolutely mandatory if we
aim to not leak confidential corporate information or private details in
everyone’s home. Our approach is based on novel geometric constraints
leading to efficient solutions to the camera pose estimation. Numerous
experiments demonstrated the high practical relevance of our approach.
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Concluding Remarks

In Chapter 3, we focused on planar geometric constraints in order to
impose a reflective symmetry prior for variational 3D surface re-
construction. Our method is able to enforce several symmetries with
the same support area, allowing for symmetry interactions that proved to
be very useful for several applications such as surface denoising and com-
pletion, as well as surface hallucination in the case of highly incomplete
data. We also discussed two planar symmetry detection approaches and
how to handle and exploit unobserved areas to more robustly detect such
symmetries. We showed the results of our method in several datasets,
ranging from noisy and slightly incomplete reconstructions, to models
with almost half of its surface missing. Additionally, we showed results
on scenes with several local symmetries with different support sizes.

In Chapter 4, we proposed a general global optimization framework
for consensus maximization with linear matrix inequality constraints.
We derived several LMI constraints and demonstrated that a number of
central computer vision problems can be cast into this form. In partic-
ular, we successfully conducted experiments on problems of similarity
transformation, absolute pose, and relative pose estimation. Experiments
demonstrated also a significant speedup in computation time due to the
addition of the LMI constraints, under a globally optimal framework.

In Chapter 5, we solved the difficult correspondence problems within
our consensus maximization framework, for which we derived the neces-
sary constraints that describe region assignments by ellipsoid inclusions.
Our approach incorporates semantic information of entire regions and
accounts for noise and outliers in the low-level data by approximating
them with ellipsoidal shapes. This leads to a generic framework to solve
semantic registration problems in a globally optimal manner. There-
fore, our method can be used for finding alignments between datasets with
significantly different data statistics for which most traditional methods
fail. Our experiments on both synthetic and real datasets demonstrate
that our method is robust to large amounts of outliers and that it can be
applied to a variety of challenging registration problems for which only
specialized solutions exist in the literature.
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Future Work

Future Work
We discuss some of the problems of the presented work, and provide

an outlook to potential future approaches that might overcome these
problems.

Privacy Preserving Localization. The goal was to obfuscate the
information in such a way it is more difficult to use inversion techniques
while still allowing camera pose localization. Certainly, it is now more
difficult to use inversion techniques since the knowledge of the points now
is vague instead of precise, but we currently do not have a theoretical
answer to the question: “how difficult is to apply inversion techniques
when line obfuscation was used?”. This is an open research question we
also pose to the community. Additionally, it is interested to see that –
in the localization pipeline – we have not modified the feature matching
step. The point obfuscation is a first layer of protection which could
potentially be reinforced via a secure feature matching. And by secure
feature matching we mean a way to obtain the closest descriptors without
revealing information about the scene or image in question.

Reflective Symmetry Prior. In the current approach, we know that
the objects we are trying to reconstruct are symmetrical, and we try first
to find the best planar symmetries on the capture data (i.e., using incom-
plete data which it is not ideal). Then, finding symmetries is currently a
pre-processing step. An alternative approach (in the opposite direction)
would be to recognize the objects in the scene and have a dataset of ob-
jects with pre-computed set of symmetries. The pre-processing step would
change now to object recognition. In a sense, it is not clear – cognitively
speaking – how this process is happening in humans, if the recognition of
symmetries is first and then objects, or the object recognition first and
then the symmetries (perhaps as prior knowledge). Therefore, as future
research path, it would be desirable that the symmetry computation is
part of energy cost instead of being pre-computed, in this way we would
consider both objects and symmetries together in a single unified step,
and adjust the results accordingly to the data.
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Concluding Remarks

Consensus Maximization. In the current method, we have only used
ellipsoids inclusions for 3D registration problems. Another possible ap-
plication of Semantic Region Correspondences using ellipsoids could be
3D Camera Pose Estimation. Humans localize themselves in the environ-
ment by recognizing objects in a high-level fashion, other than just simple
feature extraction like corners. We inconsistently use the knowledge of
our surrounding for localization; for instance, a sofa being on the left, a
TV in front, and so on. Therefore, a possible future direction to explore
could be the use of ellipsoids to enclose these high-level objects and infer
the pose with respect to the current environment or map; i.e., perform
localization using semantics.
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[Han13] C. Häne, C. Zach, A. Cohen, R. Angst, and M. Pollefeys.
«Joint 3D Scene Reconstruction and Class Segmentation». Confer-
ence on Computer Vision and Pattern Recognition (CVPR), 2013.

[on page: 62]

[Han17] K. Han, R. S. Rezende, B. Ham, K. K. Wong, M. Cho,
C. Schmid, and J. Ponce. «SCNet: Learning Semantic Corre-
spondence». CoRR, 2017. [on page: 106]

[Har04] R. I. Hartley and A. Zisserman. «Multiple View Geometry in
Computer Vision». Cambridge University Press, second Ed., 2004.

[on pages: 91, 99]

[Har09] R. I. Hartley and F. Kahl. «Global Optimization through Ro-
tation Space Search». International Journal of Computer Vision
(IJCV), 2009. [on pages: 82, 83, 105]

[Har94] B. M. Haralick, C.-N. Lee, K. Ottenberg, and M. Nölle.
«Review and Analysis of Solutions of the Three Point Perspective
Pose Estimation Problem». International journal of computer vision,
1994. [on pages: 23, 39, 43, 47]

[Hau12] D. C. Hauagge and N. Snavely. «Image Matching using Local
Symmetry Features». Conference on Computer Vision and Pattern
Recognition (CVPR), 2012. [on pages: 62, 106]

[Hay68] E. V. Haynsworth. «On the Schur Complement». Tech. Rep.,
DTIC Document, 1968. [on page: 107]

[Hei15] J. Heinly, J. L. Schönberger, E. Dunn, and J.-M. Frahm.
«Reconstructing the World* in Six Days *(As Captured by the Yahoo
100 Million Image Dataset)». Conference on Computer Vision and
Pattern Recognition (CVPR), 2015. [on page: 96]

[Hol16] HoloLens. https://www.microsoft.com/en-us/hololens. 2016.
[on pages: 18, 27, 51]

[Hor87] B. K. P. Horn. «Closed-Form Solution of Absolute Orientation
using Unit Quaternions». Journal of the Optical Society of America
A, 1987. [on pages: 23, 25, 46, 47]

133

PhD_Thesis_Pablo_SPECIALE_printing_with_tabs_FINAL__with_cutting_marks.pdf   145 1/26/2020   3:19:32 AM

https://www.microsoft.com/en-us/hololens


C
h

a
pt

er
5

C
h

a
pt

er
5

C
h

a
pt

er
5

C
h

a
pt

er
5

C
h

a
pt

er
5

Bibliography

[Irs09] A. Irschara, C. Zach, J.-M. Frahm, and H. Bischof. «From
Structure-from-Motion Point Clouds to Fast Location Recognition».
Conference on Computer Vision and Pattern Recognition (CVPR),
2009. [on pages: 16, 17, 18, 20, 21, 23, 39, 99]

[Jeg12] H. Jegou, F. Perronnin, M. Douze, J. Sánchez, P. Perez,
and C. Schmid. «Aggregating Local Image Descriptors into Com-
pact Codes». Transactions on Pattern Analysis and Machine Intelli-
gence (TPAMI), 2012. [on page: 18]

[Kat14] H. Kato and T. Harada. «Image Reconstruction from Bag-of-
Visual-Words». CVPR, 2014. [on page: 40]

[Kaz03] M. M. Kazhdan, B. Chazelle, D. P. Dobkin, T. A.
Funkhouser, and S. Rusinkiewicz. «A Reflective Symmetry De-
scriptor for 3D Models». Algorithmica, 2003. [on pages: 61, 67]

[Ken15] A. Kendall, M. Grimes, and R. Cipolla. «Posenet: A Con-
volutional Network for Real-Time 6-DoF Camera Relocalization».
International Conference on Computer Vision (ICCV), 2015.

[on pages: 18, 39, 40]

[Ker11] J. Kerber, M. Wand, J. H. Krüger, and H. Seidel. «Partial
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[Sch13] M. Schreiber, C. Knöppel, and U. Franke. «LaneLoc: Lane
Marking Based Localization using Highly Accurate Maps». IEEE
Intelligent Vehicles Symposium (IV), 2013. [on page: 17]

[Sch15] J. L. Schönberger, F. Radenović, O. Chum, and J.-M.
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